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Status: Early development. Not yet ready for production use.

Dala
Dala is a native mobile framework for Elixir powered by the BEAM VM.
It brings OTP, lightweight processes, fault tolerance, and the actor model to iOS and Android development while using a Rust-powered native runtime for rendering and platform integration.
Unlike WebView-based frameworks, Dala focuses on native execution, concurrent application architecture, and local-first intelligent applications.
Why Dala?
Modern mobile applications are becoming increasingly complex:
	AI/ML pipelines running on-device
	realtime synchronization
	local-first data systems
	streaming workloads
	background processing
	highly concurrent state management

These problems look more like distributed systems than traditional frontend applications.
Dala uses the strengths of the BEAM ecosystem to solve them naturally.
Features
	Native iOS and Android runtime
	Real BEAM VM on mobile devices
	OTP and actor-model concurrency
	Rust-powered rendering and native integrations
	Declarative UI API
	Designed for local-first and AI-powered applications
	High-concurrency architecture
	Binary protocol bridge for low-overhead communication
	Future-focused AOT experimentation inspired by HiPE concepts

Architecture
Elixir/Erlang
        ↓
     BEAM VM
        ↓
Rust Native Runtime
        ↓
iOS / Android
Dala keeps the BEAM runtime as the core execution engine while using Rust for performance-critical systems such as rendering, layout, native APIs, and ML integrations.
Vision
Dala is not trying to be another web wrapper for mobile apps.
The goal is to build an OTP-native runtime for modern mobile applications — especially apps that require:
	concurrency
	realtime coordination
	offline-first architecture
	resilient background systems
	on-device AI/ML
	complex local data flows

Status
Dala is experimental and evolving rapidly.
Installation
Add to mix.exs:
def deps do
  [{:dala, "~> 0.8"}]
end
The dala_new package (separate) provides project generation, deployment tooling, and will import dala_dev which is a live dashboard. Install it as a Mix archive:
mix archive.install hex dala_new

A screen (Spark DSL - Recommended)
defmodule MyApp.CounterScreen do
  use Dala.Spark.Dsl

  attributes do
    attribute :count, :integer, default: 0
  end

  screen name: :counter do
    column do
      gap :space_sm
      text "Count: @count", text_size: :xl
      button "Increment", on_tap: :increment
    end
  end

  def handle_event(:increment, _params, socket) do
    {:noreply, Dala.Socket.assign(socket, :count, socket.assigns.count + 1)}
  end
end
A screen (Traditional - Alternative)
defmodule MyApp.CounterScreen do
  use Dala.Screen

  def mount(_params, _session, socket) do
    {:ok, Dala.Socket.assign(socket, :count, 0)}
  end

  def render(assigns) do
    %{
      type: :column,
      props: %{padding: :space_md, gap: :space_md, background: :background},
      children: [
        %{type: :text,   props: %{text: "Count: #{assigns.count}", text_size: :xl, text_color: :on_background}, children: []},
        %{type: :button, props: %{text: "Increment", on_tap: {self(), :increment}}, children: []}
      ]
    }
  end

  def handle_event("tap", %{"tag" => "increment"}, socket) do
    {:noreply, Dala.Socket.assign(socket, :count, socket.assigns.count + 1)}
  end
end
App entry point
defmodule MyApp do
  use Dala.App, theme: Dala.Theme.Obsidian

  def navigation(_platform) do
    screens([MyApp.CounterScreen])
    stack(:home, root: MyApp.CounterScreen)
  end

  def on_start do
    {:ok, _pid} = Dala.Screen.start_root(MyApp.CounterScreen)
    cookie = Dala.Connectivity.Dist.cookie_from_env("MY_APP_DIST_COOKIE", "my_app")
    Dala.Connectivity.Dist.ensure_started(node: :"my_app@127.0.0.1", cookie: cookie)
  end
end
Navigation
# Push a new screen
Dala.Socket.push_screen(socket, MyApp.DetailScreen, %{id: 42})

# Pop back
Dala.Socket.pop_screen(socket)

# Tab bar layout
tab_bar([
  stack(:home,    root: MyApp.HomeScreen,    title: "Home"),
  stack(:profile, root: MyApp.ProfileScreen, title: "Profile")
])
Theming
# Named theme
use Dala.App, theme: Dala.Theme.Obsidian

# Override individual tokens
use Dala.App, theme: {Dala.Theme.Obsidian, primary: :rose_500}

# From scratch
use Dala.App, theme: [primary: :emerald_500, background: :gray_950]

# Runtime switch (accessibility, user preference)
Dala.Theme.set(Dala.Theme.Citrus)
Built-in themes: Dala.Theme.Obsidian (dark violet), Dala.Theme.Citrus (warm charcoal + lime), Dala.Theme.Birch (warm parchment).
Device APIs
All async — call the function, handle the result in handle_info/2:
# Haptic feedback (synchronous — no handle_info needed)
Dala.Hardware.Haptic.trigger(socket, :success)

# Camera
Dala.Media.Camera.capture_photo(socket)
def handle_info({:camera, :photo, %{path: path}}, socket), do: ...

# Location
Dala.Platform.Location.start(socket, accuracy: :high)
def handle_info({:location, %{lat: lat, lon: lon}}, socket), do: ...

# Push notifications
Dala.Platform.Notify.register_push(socket)
def handle_info({:push_token, :ios, token}, socket), do: ...
Also: Dala.Platform.Clipboard, Dala.Platform.Share, Dala.Media.Photos,
Dala.Storage.Files, Dala.Media.Audio, Dala.Ui.Sensor.Motion,
Dala.Hardware.Biometric, Dala.Hardware.Scanner, Dala.Hardware.NFC,
Dala.Ui.Scan, Dala.Permissions.
Additional APIs: Dala.Hardware.Bluetooth (BLE), Dala.Connectivity.Wifi, Dala.Wakelock,
Dala.Storage.Storage, Dala.Storage.Blob, Dala.Platform.Settings, Dala.Platform.State,
Dala.Platform.Linking, Dala.Platform.Background, Dala.Ui.Feedback.Alert, Dala.Ui.Embedded.Webview.
Live development
mix dala.connect          # tunnel + connect IEx to running device
nl(MyApp.SomeScreen)     # hot-push new bytecode, no restart

# In IEx:
Dala.Test.screen(:"my_app_ios@127.0.0.1")  #=> MyApp.CounterScreen
Dala.Test.assigns(:"my_app_ios@127.0.0.1") #=> %{count: 3, ...}
Dala.Test.tap(:"my_app_ios@127.0.0.1", :increment)

Testing
test "increments count" do
  {:ok, pid} = Dala.Screen.start_link(MyApp.CounterScreen, %{})
  :ok = Dala.Screen.Screen.dispatch(pid, "tap", %{"tag" => "increment"})
  assert Dala.Screen.Screen.get_socket(pid).assigns.count == 1
end
Related packages
	Package	Purpose
	dala_dev	Dev tooling: mix dala.new, mix dala.deploy, mix dala.connect, live dashboard
	dala_new	Generator project tool
	dala_runtime	AOT compiler & runtime for BEAM, fix limitations of JIT

Documentation
Full documentation at hexdocs.pm/dala, including:
	Getting Started
	Architecture & Prior Art
	Screen Lifecycle
	Components
	Theming
	Navigation
	Device Capabilities
	Testing

License
MPL-2.0


  

    UI Design Guide

This guide explains how to design UI components in Dala using the Spark DSL.
The DSL style uses Dala.Spark.Dsl to define screens declaratively with automatic boilerplate generation.
Quick Comparison
	Aspect	DSL Style
	Syntax	dala do...end block
	Learning curve	Declarative, less Elixir boilerplate
	State management	attribute declarations, auto-generated mount/3
	Render function	Auto-generated from screen block
	@ref syntax	@count expands to assigns.count
	Compile-time checks	Attribute types, handler verification
	Best for	Standard screens, rapid prototyping

DSL Style (Spark DSL)
The DSL style uses Dala.Spark.Dsl to define screens declaratively with automatic boilerplate generation.
Basic Structure
defmodule MyApp.CounterScreen do
  use Dala.Spark.Dsl

  dala do
    attribute :count, :integer, default: 0

    screen name: :counter do
      text "Count: @count", text_size: :xl
      spacer size: 16
      button "Increment", on_tap: :increment
    end
  end

  def handle_event(:increment, _params, socket) do
    new_count = Dala.Socket.get(socket, :count) + 1
    socket = Dala.Socket.assign(socket, :count, new_count)
    {:noreply, socket}
  end
end
Key Points
	Attributes: Declare state with attribute :name, :type, default: value
	@ref syntax: Use @count in strings to reference assigns (expanded at compile time)
	Auto-generation: mount/3 and render/1 are generated automatically
	Handlers: Reference as atoms (:increment) instead of {self(), :tag} tuples
	Events: Use handle_event/3 instead of handle_info/2 for component events

Component Design Patterns
Shared Components
Use helper functions within the DSL:
defmodule MyApp.CounterScreen do
  use Dala.Spark.Dsl

  dala do
    attribute :count, :integer, default: 0

    screen name: :counter do
      text "Count: @count"
      my_button "Increment", on_tap: :increment
    end
  end

  # Helper function for DSL
  def my_button(label, opts) do
    button label, Keyword.merge([background: :primary, text_color: :on_primary], opts)
  end

  def handle_event(:increment, _params, socket) do
    new_count = Dala.Socket.get(socket, :count) + 1
    socket = Dala.Socket.assign(socket, :count, new_count)
    {:noreply, socket}
  end
end
Conditional Rendering
dala do
  attribute :show_details, :boolean, default: false

  screen do
    text "Always visible"
    if @show_details do
      text "Details here"
    else
      text "Hidden"
    end
  end
end
Lists and Iteration
dala do
  attribute :items, :list, default: []

  screen do
    column do
      {Enum.map(@items, fn item ->
        text item, padding: :space_sm
      end)}
    end
  end
end
Event Handling
In DSL style, event handlers are atoms that map directly to handle_event/3 clauses:
dala do
  screen do
    button "Save", on_tap: :save
  end
end

def handle_event(:save, _params, socket) do
  # Handle save
  {:noreply, socket}
end
Styling and Theming
Dala.Style works for reusable styles:
@card_style %Dala.Style{props: %{background: :surface, padding: :space_md}}

dala do
  screen do
    box style: @card_style do
      text "Hello"
    end
  end
end
Best Practices
	Use descriptive attribute names
	Leverage @ref syntax for cleaner templates
	Keep handle_event/3 functions focused
	Use the screen block for static layouts, expression slots for dynamic content

For shared utilities, Dala.Ui.Widgets functions return plain maps that work with the DSL:
# Works in both sigil and DSL screens
Dala.Ui.Widgets.text(text: "Hello")
Further Reading
	Components — DSL component reference
	Spark DSL — In-depth DSL documentation
	Theming — Colors, spacing, and typography tokens
	Events — Event system and message passing



  

    UI Render Pipeline — Deep Technical Guide

Overview
Dala's UI render pipeline transfers UI tree data from Elixir (BEAM) to native platforms (iOS/Android) using a custom binary protocol. This guide explains the complete flow, implementation details, and performance characteristics.
Architecture
Elixir (Dala.Renderer)
    ↓ 1. Build tree (Dala.Node structs)
    ↓ 2. Prepare + resolve tokens
    ↓ 3. Encode to binary (encode_tree/1 or encode_frame/1)
    ↓ 4. Call Dala.Platform.Native with binary
    ↓
Rust NIF (dala_nif)
    ↓ 5. Receive binary (zero-copy via Rustler Binary<'a>)
    ↓ 6. Parse binary directly
    ↓ 7. Pass to ObjC/Java
    ↓
Native Bridge (ObjC / Java)
    ↓ 8. Convert binary data to native objects
    ↓ 9. Update UI tree
    ↓
SwiftUI / Jetpack Compose
    ↓ 10. Render to screen
Step-by-Step Pipeline
1. Elixir UI Tree Construction
Screens define UI using Elixir structs or Spark DSL:
# In your screen module
dala do
  screen name: :home do
    column do
      text "Hello World"
      button "Tap me", on_tap: :tap
    end
  end
end
This produces a tree of %Dala.Node{} structs (via Dala.Node.from_map/2) with stable :id fields for reconciliation:
%Dala.Node{
  id: "root",
  type: :column,
  props: %{},
  children: [
    %Dala.Node{id: "text1", type: :text, props: %{text: "Hello World"}, children: []},
    %Dala.Node{id: "btn1", type: :button, props: %{text: "Tap me", on_tap: {pid, :tap}}, children: []}
  ]
}
2. Prepare Phase (Dala.Ui.Renderer)
The renderer transforms the tree before binary encoding — token resolution, component defaults, platform blocks, and tap registration.
3. Binary Encoding
The prepared tree is encoded to a compact binary format using encode_tree/1 or encode_frame/1:
Full Tree Encoding
# In Dala.Ui.Renderer.render/4
node = to_node(tree, "root")
binary = encode_tree(node)
nif.set_root_binary(binary)
Binary format (version 3):
[2 bytes magic 0xDAA1][2 bytes version=3][8 bytes node_count][node1][node2]...[nodeN]
Incremental Patch Encoding
# In Dala.Ui.Renderer.render_patches/5
patches = Dala.Diff.diff(old_tree, new_tree)
binary = encode_frame(patches)
nif.apply_patches(binary)
Binary format (version 3):
[2 bytes magic][2 bytes version=3][2 bytes flags][2 bytes patch_count][patch1][patch2]...[patchN]
4. NIF Call (Rust)
The binary is passed to the Rust NIF via Dala.Platform.Native.set_root_binary/1 or Dala.Platform.Native.apply_patches/1:
// native/dala_nif/src/lib.rs
#[rustler::nif]
fn set_root_binary(binary: Binary) -> NifResult<Atom> {
    let bytes: &[u8] = binary.as_slice();  // Zero-copy access!
    let transition = get_transition_and_clear();
    platform_set_root_binary(bytes, &transition);
    ok(env)
}
Key benefit: Rustler's Binary<'a> maps directly to BEAM off-heap binaries — no copy occurs at the boundary.
5. Platform Bridge (iOS Example)
The Rust NIF calls Objective-C to pass binary data to the iOS side:
// native/dala_nif/src/ios.rs
pub fn set_root_binary(data: &[u8], transition: &str) {
    unsafe {
        let vm: *mut Object = msg_send![class!(DalaViewModel), shared];
        let ns_data = NSData::dataWithBytes(data.as_ptr() as *const c_void, data.len());
        let ns_transition = ns_string_from_str(transition);
        let _: () = msg_send![vm, setRootFromBinary: ns_data, transition: ns_transition];
    }
}
6. Native UI Update
DalaViewModel parses the binary and updates the UI:
// ios/DalaViewModel.swift
@objc public func setRootFromBinary(_ data: Data, transition: String) {
    let bytes = data.withUnsafeBytes { ptr -> [UInt8] in
        Array(ptr.bindMemory(to: UInt8.self))
    }
    guard let node = DalaNode.fromBinary(bytes, length: bytes.count) else {
        NSLog("[Dala] Failed to decode binary tree")
        return
    }
    setRoot(node, transition: transition)
}
SwiftUI observes root changes and re-renders:
// ios/DalaRootView.swift
struct DalaRootView: View {
    @StateObject private var viewModel = DalaViewModel.shared

    var body: some View {
        if let root = viewModel.root {
            DalaNodeView(node: root)
                .id(viewModel.navVersion) // Identity changes only on navigation
                .animation(animationForTransition(viewModel.transition))
        }
    }
}
Binary Protocol Specification
For complete details on the binary format, see Binary Protocol.
Key Format Elements
	Element	Size	Description
	Magic	2 bytes	0xDA, 0xA1 — identifies Dala protocol
	Version	2 bytes	3 for full trees and patches
	Flags	2 bytes	Reserved (currently 0)
	Node Count	8 bytes	Total nodes in tree (little-endian)
	Node ID	8 bytes	64-bit hashed identifier (from hash_id/1)
	Node Type	1 byte	Enum (0=column, 1=row, 2=text, etc.)
	Property Count	1 byte	Number of properties (0-255)
	Properties	Variable	Tagged values (see Binary Protocol guide)
	Child Count	4 bytes	Number of children (little-endian)
	Child IDs	N×8 bytes	Array of child IDs

Node Identity (hash_id/1)
Stable node IDs are computed using SHA-256:
defp hash_id(id) do
  id_str = to_string(id)
  <<hash::unsigned-64-big, _rest::binary>> = :crypto.hash(:sha256, id_str)
  hash
end
This ensures deterministic IDs for diffing in Dala.Diff.diff/2.
Incremental Rendering with Diff Engine
Dala supports patch-based UI updates instead of full tree re-renders.
Architecture
	UI trees use Dala.Node struct with stable :id field
	Dala.Diff.diff(old, new) compares two trees and produces patches
	Dala.Ui.Renderer.render_patches/5 sends only patches to native
	Dala.Screen stores previous tree in __dala__.last_tree

Patch Types
	Patch	Format	Description

	{:replace, id, node}	Replace entire node
	{:update_props, id, props}	Update props on existing node
	{:insert, parent_id, index, node}	Insert new node
	{:remove, id}	Remove node
	{:patch_node, id, field_mask, props}	Update specific fields by mask

Fallback Behavior
If native doesn't support apply_patches/1, the system falls back to full render via set_root_binary/1.
Render Functions
render/4 (Full Render)
def render(tree, platform, nif \\ Dala.Platform.Native, _transition \\ :none) do
  node = to_node(tree, "root")
  binary = encode_tree(node)
  nif.set_root_binary(binary)
  {:ok, :binary_tree}
end
render_fast/4 (Optimized with Tap Batching)
def render_fast(tree, platform, nif \\ Dala.Platform.Native, transition \\ :none) do
  nif.clear_taps()
  nif.set_transition(transition)

  {prepared, taps} = encode_tree_with_taps(node, nif, platform, ctx)

  nif.set_root_binary(prepared)
  {:ok, :binary_tree}
end
render_patches/5 (Incremental Updates)
def render_patches(old_tree, new_tree, platform, nif \\ Dala.Platform.Native, transition \\ :none) do
  old_node = to_node(old_tree, "old_root")
  new_node = to_node(new_tree, "new_root")

  patches = Dala.Diff.diff(old_node, new_node)

  if patches == [] do
    {:ok, []}
  else
    send_patches(patches, new_node, platform, nif, ctx)
    {:ok, patches}
  end
end
Performance Considerations
Zero-Copy at BEAM↔Rust Boundary
Elixir BEAM (off-heap binary) → Rustler Binary<'a> → &[u8]
No copying occurs. The binary data is referenced directly via Rustler's Binary type.
Skip Unchanged Renders
Dala.Ui.Renderer skips renders when nothing changed:
# In Dala.Screen.do_render/3
if no_assigns_changed? && !navigation_occurred? do
  clear_changed(socket)
  {:noreply, socket}
end
Throttling (Native Side)
DalaViewModel throttles rapid updates (< 16ms) to prevent overwhelming SwiftUI:
private let minSetRootInterval: TimeInterval = 0.016  // ~60fps

if elapsed < self.minSetRootInterval && transition == "none" {
    return  // Skip this update
}
Identity vs Content Changes
SwiftUI uses navVersion (not root itself) as view identity:
.id(viewModel.navVersion)  // Only changes on navigation
This prevents full view teardown on state updates (e.g., typing in text field).
Debugging Tips
	Inspect the tree (Elixir side):
Dala.Test.inspect(node)  # Returns full tree with assigns

	Check binary size:
binary = Dala.Ui.Renderer.encode_tree(node)
IO.puts("Binary size: #{byte_size(binary)} bytes")

	Verify NIF calls:
adb logcat | grep Dala  # Android
tail -f ~/Library/Logs/.../app.log  # iOS simulator


	Test Diff engine:
old = Dala.Node.from_map(old_map, "root")
new = Dala.Node.from_map(new_map, "root")
patches = Dala.Diff.diff(old, new)
IO.inspect(patches, label: "Patches")

	Verify native patches (iOS):
NSLog("[Dala] Setting root from binary, size: %d bytes", data.length)


Testing
Test files:
	test/dala/binary_protocol_test.exs — Binary encoding/decoding
	test/dala/diff_test.exs — Diff engine tests

Run tests:
mix test test/dala/binary_protocol_test.exs
mix test test/dala/diff_test.exs

Summary
Dala uses a binary protocol for UI transfer that prioritizes performance and type safety:
	Full tree encoding via encode_tree/1 (version 3 format with magic bytes)
	Incremental patches via encode_frame/1 (version 3 format)
	Zero-copy at BEAM↔Rust boundary using Rustler's Binary<'a>
	Stable node IDs via SHA-256 hash_id/1 for diffing
	Patch-based updates via Dala.Diff.diff/2

The binary protocol provides excellent performance with minimal payload sizes.
References
	Implementation: lib/dala/ui/renderer.ex (functions encode_tree, encode_frame, hash_id)
	NIF declarations: lib/dala/platform/native.ex (set_root_binary/1, apply_patches/1)
	Tests: test/dala/binary_protocol_test.exs (Elixir) and native/dala_nif/src/protocol.rs (Rust)
	Rust NIF decoder: native/dala_nif/src/protocol.rs (fully implemented with 21+ tests)



  

    Event Model

How events flow from widgets, gestures, and lifecycle observers back to your
Elixir code. This document is the contract: native producers conform to it,
renderers map onto it, and user code reads it.
TL;DR
	One canonical envelope: {:dala_event, %Dala.Event.Address{}, event, payload}
	Every event has a target — a pid the framework delivers to
	Default target: nearest stateful ancestor (component or screen)
	Override at registration with target: — accepts any pid, registered atom,
{:via, Registry, key}, :screen, :parent, or {:component, id}
	Targets are static at init, never re-bound at runtime
	Stateful components own events inside their subtree; stateless components
are transparent to event routing
	IDs accept any non-pid term (atom, binary, integer, tuple, …); prefer atoms
for compile-time-known IDs and binaries for data-derived ones

Address
%Dala.Event.Address{
  screen:         atom() | pid(),    # screen module identifier
  component_path: [id()],            # [] if rooted at screen
  widget:         atom(),            # framework-defined: :button, :text_field, :list, ...
  id:             id(),              # user-supplied widget id
  instance:       id() | nil,        # repeating-widget key (list row index, grid cell)
  render_id:      pos_integer()      # monotonic counter for stale-detection
}

@type id :: atom() | binary() | integer() | float() | tuple() | map() | list()
Why each field
	screen and component_path together identify the scope of state the
widget belongs to. Resolved to a delivery pid at event time.
	widget is the kind of thing that fired: :button, :text_field, :list,
:swipe_gesture. Always an atom — vocabulary is finite, framework-defined.
	id is whatever the user wrote in props (id: :submit, id: "user:42").
This is the human-meaningful name.
	instance distinguishes events from a repeating widget (list row 47 vs row
48 with the same id). nil for non-repeating widgets.
	render_id lets handlers detect events from previous render generations
(slow user, fast re-render) and ignore them.

ID types
Anything pattern-matchable. Recommendations:
	Type	Use for	Notes
	Atom	Compile-time-known IDs (:save, :cancel)	✅ Cheap, fast, idiomatic
	Binary	Data-derived IDs ("contact:1234", UUIDs)	✅ Default for dynamic IDs
	Integer	Indices, numeric DB IDs	✅ Cheap
	Tuple	Compound keys ({:user, 42})	✅ Composable
	Float	(technically allowed)	⚠️ Float equality is fuzzy
	Map / list	Structural keys	⚠️ Heavy — hashed every event
	pid / ref / fun	(forbidden)	❌ Doesn't serialize, doesn't survive distribution

Atom-exhaustion warning. Atoms are not garbage-collected. Never convert
a runtime string to an atom for use as an ID — String.to_atom/1 on user data
will leak until the BEAM hits the atom table limit (default 1,048,576) and
crashes hard. Use binaries for data-derived IDs. The framework will lint for
this in dev mode.
Stateful vs stateless components
Inspired directly by Phoenix.LiveView's split:
		Stateless	Stateful
	Implementation	Plain function: (assigns) → render_tree	Dala.Event.Component (a GenServer)
	State	None	Own assigns
	Event handling	None — events pass through	Receives events for its subtree
	Lifecycle	None	mount, update, terminate
	Use for	Layout helpers, presentation	Behaviour encapsulation, repeating-item containers
	Examples	card, avatar, tag_pill	Dala.List, Dala.Form, Dala.DatePicker

Rule: events fired inside a stateless component's subtree resolve as if the
stateless component weren't there. Only stateful components appear in
component_path.
Routing
Default — nearest stateful ancestor
button(label: "Save")           # inside MyApp.CheckoutForm (stateful)
                                # which is inside MyScreen
→ resolves to: MyApp.CheckoutForm's pid
Resolved at render time, not event time. The renderer walks up the tree,
finds the first stateful ancestor, registers the tap with that ancestor's pid.
No runtime bubbling.
Explicit target
button(label: "Save", target: :screen)
button(label: "Pause", target: MyApp.AudioPlayer)
button(label: "Use", target: {:component, :outer_form})
button(label: "Sync", target: {:via, Registry, {:workers, "sync"}})
	Form	Resolves to	Validity
	:parent	Nearest stateful ancestor	Always (= default)
	:screen	The containing screen pid	Always
	{:component, id}	A named ancestor component	Must be in ancestor chain
	atom	Registered process by that atom	Best-effort
	pid	That pid	Best-effort
	{:via, mod, key}	Whatever mod resolves it to	Best-effort

No runtime mutation. Once the widget is registered, its target is fixed
until the widget unmounts. To change behavior dynamically, have the target
re-dispatch based on its own state.
In-tree vs external targets
In-tree targets (:parent, :screen, {:component, _}) get framework
guarantees:
	Render-id staleness check (drop events from prior render generations)
	Auto-cleanup on screen/component teardown
	Tracing integrates with the view tree

External targets (registered atom, pid, :via tuple) are best-effort:
	No staleness check (target's lifecycle is its own concern)
	No auto-cleanup tied to view (user owns the GenServer's lifecycle)
	If target dies or isn't registered: log + drop
	Same envelope shape — recipient pattern-matches what it cares about

Event delivery
Every recipient gets:
{:dala_event, %Dala.Event.Address{...}, event :: atom(), payload :: term()}
Examples:
# Button tap
{:dala_event, %Address{widget: :button, id: :save}, :tap, nil}

# Text field change
{:dala_event, %Address{widget: :text_field, id: :email}, :change, "user@example.com"}

# List row selection
{:dala_event, %Address{widget: :list, id: :contacts, instance: 47}, :select, nil}

# Long press
{:dala_event, %Address{widget: :button, id: :avatar}, :long_press, %{duration_ms: 850}}

# Swipe
{:dala_event, %Address{widget: :card, id: "contact:42"}, :swipe, %{direction: :left, distance: 120}}
A handler matches whatever it cares about:
def handle_event(%Address{widget: :button}, :tap, _, socket) do ...
def handle_event(%Address{id: :save}, :tap, _, socket) do ...
def handle_event(_addr, :tap, _, socket) do ...    # any tap
The 1000-row pattern
Lists own their row events. The screen sees only semantic events.
# Dala.List is a stateful component. It receives row taps, renders 1000 rows
# without 1000 processes (rows are data, not components — unless rows
# themselves are stateful, see below).

# Inside Dala.List:
def handle_event(%Address{widget: :list_row, instance: index}, :tap, _, state) do
  # Decide whether the screen needs to know.
  # Maybe maintain selection state internally:
  state = %{state | selected: index}
  # Maybe escalate:
  send_to_parent(state, :row_selected, index)
  {:noreply, state}
end

# Screen sees:
def handle_event(_addr, :row_selected, index, socket) do
  contact = Enum.at(socket.assigns.contacts, index)
  ...
end
Rows that are themselves stateful components (e.g. each row is a
swipeable card with its own dropdown) have their own pids, but must have
stable IDs derived from the data, not from render position:
component(MyApp.ContactCard, id: contact.id, contact: contact)  # ✅
component(MyApp.ContactCard, id: index, contact: contact)       # ❌ identity moves on reorder
This is the same invariant Phoenix uses for phx-update="stream".
Stale events
Render-id is a screen-level monotonic counter. Each render bumps it. When
events fire, they carry the render-id at which the widget was registered.
def handle_event(addr, _event, _payload, socket) do
  if addr.render_id == socket.__dala__.render_id do
    # current generation — handle normally
  else
    # stale — log and drop
  end
end
The framework does this check automatically for in-tree targets. External
targets receive events with the original render_id and can choose to ignore
or honor it.
Lifecycle interactions
	Situation	What happens
	Screen pops while event is in flight	Native handle invalidated; native side drops new events. In-flight event arrives at dead pid → silently dropped.
	Component unmounted before event delivery	Same — dead pid, dropped. Logged in dev.
	External target dies	enif_send succeeds (it's async); message goes to the void. No error.
	Hot code reload	Address atoms still match; closures inside handlers pick up new code on next call.

Migration plan
The current emitters and the migration:
	Current shape	New shape	Status
	register_tap({pid, tag}) → {:tap, tag}	{:dala_event, addr, :tap, _}	Bridged: existing {:tap, tag} still arrives at screen for backward compat; new addr-based delivery added alongside
	register_change → {:change, tag, value}	{:dala_event, addr, :change, value}	Bridged identically
	Dala.List → {:tap, {:list, id, :select, index}} re-emitted as {:select, id, index}	Dala.List becomes a stateful Dala.Event.Component; emits {:dala_event, addr, :row_selected, _} to its parent	Breaking — but mechanical. Migrate one screen at a time.
	Future: on_long_press, on_swipe, on_double_tap	Native-side, register through unified emitter	New — born under new scheme

Test ergonomics
# Send a synthetic event without going through native:
Dala.Event.Test.send(addr, :tap, nil)

# Match a delivered event in test process inbox:
assert_receive {:dala_event, %Address{widget: :button, id: :save}, :tap, _}
Tracing
# Subscribe to ALL events for debugging:
Dala.Event.trace(:all)

# Or filter:
Dala.Event.trace(fn addr -> addr.widget == :list end)

# Returns a stream of events; useful in IEx during development.
What this document doesn't cover
	High-frequency events (scroll, drag, pinch) — see PLAN.md Batch 5; needs
throttling design before specifying envelope changes.
	Multi-stage events (drag-and-drop sessions, IME composition) — see PLAN.md
Batch 6; likely needs its own envelope variant for session tracking.



  

    Event System Audit (Batch 2)

Snapshot of the event-emission surface as of Batch 1 completion. Pairs with
event_model.md (the design) — this is "what's there now and how it maps."
Event props recognised by the renderer
lib/dala/renderer.ex translates these node prop keys into native handle
registrations. Each is opt-in per widget; absence means no event delivery.
Tap-family (existing)
	Prop	Form accepted	Native message	Notes
	on_tap	pid | {pid, tag}	{:tap, tag}	tag defaults to :ok for bare pid; when atom, also emits accessibility_id for test tooling
	on_change	{pid, tag}	{:change, tag, value}	text_field (binary), toggle (boolean atom), slider (float)
	on_focus	{pid, tag}	{:focus, tag}	text_field
	on_blur	{pid, tag}	{:blur, tag}	text_field
	on_submit	{pid, tag}	{:submit, tag}	text_field return key
	on_end_reached	{pid, tag}	{:end_reached, tag}	scroll position pagination trigger
	on_tab_select	{pid, tag}	{:tab_select, tag, tab_id}	tab bars

New (Batch 3 / Batch 4 added in this pass)
	Prop	Form accepted	Native message	Status
	on_select	{pid, tag}	{:select, tag}	Renderer + iOS NIF wired; Android wired
	on_long_press	{pid, tag}	{:long_press, tag}	Renderer + iOS NIF + native gesture; Android wired
	on_double_tap	{pid, tag}	{:double_tap, tag}	Same
	on_swipe	{pid, tag}	{:swipe, tag, direction}	Direction is :left | :right | :up | :down
	on_swipe_left	{pid, tag}	{:swipe_left, tag}	Specific direction only
	on_swipe_right	{pid, tag}	{:swipe_right, tag}	
	on_swipe_up	{pid, tag}	{:swipe_up, tag}	
	on_swipe_down	{pid, tag}	{:swipe_down, tag}	

Existing native event paths
iOS (dala_nif.m → DalaRootView.swift)
	Tap-family: SwiftUI .onTapGesture { closure() } calls dala_send_* from
the closure stored on DalaNode. Closure was wired by the JSON deserialiser
using the integer handle from register_tap.
	Audio session and lifecycle observers: [NSNotificationCenter defaultCenter]
with blocks that enif_send to a registered dispatcher pid.
	Gestures (new in this pass): extension View { func dalaGestures(_:) } adds
.onLongPressGesture, .onTapGesture(count: 2), and a DragGesture
(only when at least one swipe handler is set, to avoid interfering with
ScrollView).

Android (android/jni/dala_nif.c + dalaBridge.kt)
	Tap-family: same handle-lookup pattern via dala_send_* C functions called
from JNI stubs (Java_..._dalaBridge_nativeSendTap).
	Gestures (new in this pass): C senders declared and exported via
dala_beam.h. JNI stubs in beam_jni.c and Compose Modifier setup in the
generated app's dalaBridge are still pending — see "Pending native work."

Bridge to canonical envelope
Today, screens receive legacy shapes ({:tap, tag}, {:change, tag, value}).
Dala.Event.Bridge converts these to the canonical
{:dala_event, %Address{}, event, payload} envelope on demand. Screens can
opt in incrementally:
def handle_info(msg, socket) do
  case Dala.Event.Bridge.legacy_to_canonical(msg, __MODULE__) do
    {:ok, envelope} -> handle_canonical(envelope, socket)
    :passthrough    -> # not a recognised legacy shape — handle directly
  end
end
When all native emitters are migrated to the canonical envelope, this bridge
can be removed.
Pending native work
iOS
	✅ NIF entry points (dala_send_long_press, dala_send_double_tap,
dala_send_swipe_*)
	✅ DalaNode property declarations (onLongPress, onDoubleTap,
onSwipe, onSwipeLeft, onSwipeRight, onSwipeUp, onSwipeDown)
	✅ Prop deserialiser wires them up
	✅ SwiftUI .dalaGestures() modifier applies them
	⏳ Verify on physical device — gesture conflicts with scroll need real-world
testing

Android
	✅ C sender functions (dala_send_long_press etc.)
	✅ Header export in dala_beam.h
	⏳ JNI stubs in beam_jni.c (need entries calling the C functions)
	⏳ Kotlin dalaBridge JNI declarations
	⏳ Compose Modifier setup — pointerInput { detectTapGestures(...) } for
long-press/double-tap, detectDragGestures for swipes, gated per-node by
the corresponding handle being non-null

Migration path for Dala.List
Currently Dala.List is a render helper, not a stateful component. Each row
gets on_tap: {screen_pid, {:list, list_id, :select, index}}. Dala.Screen
has hardcoded knowledge of this shape and re-emits as {:select, list_id, index}.
Under the new event model, this becomes a stateful component (planned, not in
this pass):
	Dala.List becomes a Dala.Event.StatefulComponent (see future module)
	Row taps target the list's pid, not the screen's
	List handles row events internally (selection state, scroll position,
etc.) and emits semantic events upward to its parent

Until that lands, the bridge module handles the existing list-tap shape:
{:tap, {:list, id, :select, index}} →
{:dala_event, addr(:list, id, instance: index), :select, nil}.
Tests
	Module	Coverage
	Dala.Event.Address	47 tests + 10 doctests (struct, validation, formatting, pattern matching)
	Dala.Event.Target	17 tests + 3 doctests (every target form + classification)
	Dala.Event	20 tests + 4 doctests (dispatch, emit, matchers, test helpers)
	Dala.Event.Bridge	19 tests + 4 doctests (each legacy shape + passthrough)
	Dala.Renderer	9 new tests (Batch 3 + Batch 4 prop registration)

Total Dala.Event-related tests added in this pass: 125 + doctests.


  

    iOS ML Support Guide

This guide covers adding machine learning capabilities to Dala apps on iOS using the Nx ecosystem.
Overview
For iOS development, these ML backends are supported:
	Component	Status	Notes
	Nx	✅ Ready	Pure Elixir, works on any platform
	Axon	✅ Ready	Neural networks, pure Elixir
	Scholar	✅ Ready	Traditional ML (regression, clustering, SVM)
	NxSignal	✅ Ready	Digital signal processing
	EMLX	✅ Zero-config	MLX backend — recommended for iOS
	CoreML	✅ Ready	Apple Neural Engine, iOS-native
	ONNX Runtime	⚠️ Placeholder	Cross-platform, structure ready
	ExBurn (Burn)	⚠️ Early alpha	Burn framework via Rust NIF, training + inference

Not supported on iOS: Emily (macOS-only), NxIREE, EXLA/XLA, Torchx.
Quick Start
1. Zero-Config Setup (Recommended)
Dala.ML.setup/0 auto-configures everything based on platform:
defmodule MyApp.App do
  use Dala.App

  def start(_type, _args) do
    # Auto-configures based on platform:
    # - iOS device: EMLX with Metal GPU, JIT disabled (W^X policy)
    # - iOS simulator: EMLX with Metal GPU, JIT enabled
    # - Android: Nx.BinaryBackend
    # - Other: Nx.BinaryBackend
    Dala.ML.setup()

    # ... rest of your app startup
  end
end
No manual config :nx, ... or config :emlx, ... needed!
2. Verify Setup
# Check ML stack status
Dala.ML.status()
# %{platform: :ios_device, backend: {EMLX.Backend, [device: :gpu]}, ...}

# Quick verification
Dala.ML.verify()
# %{status: :ok, sum: 6.0, backend: {EMLX.Backend, [device: :gpu]}}

# Available backends
Dala.ML.available_backends()
# [:nx, :emlx, :coreml, :onnx]

# Benchmark
Dala.ML.benchmark(size: 100, iterations: 10)
# %{time_ms: 1.234, gflops: 0.857, ...}
3. Use ML Libraries
# Nx tensors (auto-configured backend)
tensor = Nx.tensor([1.0, 2.0, 3.0])
Nx.sum(tensor)

# Axon neural networks
model = Axon.input("input", shape: {nil, 784})
       |> Axon.dense(128, activation: :relu)
       |> Axon.dense(10, activation: :softmax)

# Scholar traditional ML
model = Scholar.LinearRegression.fit(features, targets)

# NxSignal DSP
filtered = NxSignal.butterworth(signal, cutoff: 0.2)
EMLX on iOS
Zero-Config Auto-Configuration
Dala.ML.EMLX.setup/0 handles all platform-specific configuration automatically:
	Platform	GPU	JIT	Notes
	iOS device	Metal (:gpu)	Disabled	W^X policy blocks JIT
	iOS simulator	Metal (:gpu)	Enabled	Shares Mac's network stack
	Non-iOS	Nx.BinaryBackend	N/A	Falls back to pure Elixir

Call it once at app startup — no other config needed.
Key Considerations
	JIT Compilation: iOS devices enforce W^X (Write XOR Execute) memory protection. JIT compilation is blocked on real devices. Dala.ML.EMLX.setup/0 sets LIBMLX_ENABLE_JIT=false automatically for devices.

	iOS Simulator: JIT works in the simulator. Dala.ML.EMLX.setup/0 enables it automatically.

	Metal GPU: EMLX uses MLX which leverages Apple's Metal framework. The unified memory architecture of Apple Silicon makes CPU↔GPU data transfer essentially free.

	64-bit Floats: Metal doesn't support 64-bit floats. MLX and EMLX use 32-bit floats.


Device vs Simulator
# Check if running on iOS device or simulator
Dala.ML.EMLX.ios_device?()    # true for real device
Dala.ML.EMLX.ios_simulator?() # true for simulator

# Get platform-appropriate config
Dala.ML.EMLX.platform_config()
# Returns %{device: :gpu, jit_enabled: false, metal_jit: false} for device
Default Device
# Returns the default EMLX device
Dala.ML.EMLX.default_device()
# :gpu on iOS, :cpu on other platforms
CoreML on iOS
Loading and Running Models
# Load a CoreML model
:ok = Dala.ML.CoreML.load_model("/path/to/model.mlmodel", "my_model")

# Check if loaded
true = Dala.ML.CoreML.loaded?("my_model")

# Make prediction (synchronous, runs on dirty CPU scheduler)
{:ok, result_json} = Dala.ML.CoreML.predict("my_model", %{
  "input1" => 1.0,
  "input2" => [1.0, 2.0, 3.0]
})

# Parse result
result = JSON.decode!(result_json)

# Unload when done
:ok = Dala.ML.CoreML.unload_model("my_model")
Converting Models to CoreML
	Axon → ONNX → CoreML:
# Train with Axon
model = Axon.input("input", shape: {nil, 784}) |> Axon.dense(10, activation: :softmax)
{init_fn, predict_fn} = Axon.build(model)
params = init_fn.(Nx.template({1, 784}, :f32), %{})

# Export to ONNX (requires ortonx or onnx package)
# Then convert ONNX to CoreML using Apple's coremltools (Python)

	Use pre-trained CoreML models from Apple or third parties.


Input Types
CoreML supports these input types in the inputs map:
	Type	Example	CoreML Mapping
	Number	1.0	MLFeatureValue(double:)
	String	"hello"	MLFeatureValue(string:)
	List	[1.0, 2.0, 3.0]	MLMultiArray
	Binary	<<...>>	MLFeatureValue(data:)

ONNX Runtime (Cross-Platform)
Status
ONNX Runtime integration is currently a placeholder. The Rust NIF layer and
dala_onnx crate have correct structure and thread-safe session management, but
actual ONNX Runtime linking and inference is not yet implemented.
Setup (When Available)
# Download ONNX Runtime for iOS
cd native/onnxruntime-ios/
# See native/ONNX_RUNTIME_SETUP.md for download instructions

Usage (When Available)
# Create session from ONNX model data
{:ok, session_id} = Dala.ML.ONNX.create_session(model_data)

# Or load from file
{:ok, session_id} = Dala.ML.ONNX.load_model_from_file("model.onnx")

# Run inference
{:ok, output} = Dala.ML.ONNX.run(session_id, input_binary)

# Clean up
:ok = Dala.ML.ONNX.destroy_session(session_id)
Unified API
Dala.ML.predict/2 dispatches to the right backend based on model type:
# CoreML model (string identifier on iOS)
Dala.ML.predict("my_model", %{"input" => [1.0, 2.0, 3.0]})

# ONNX session (integer session ID)
Dala.ML.predict(session_id, input_binary)

# Axon model ({model, params} tuple)
Dala.ML.predict({axon_model, params}, input_tensor)
Example: Simple Neural Network
defmodule MyApp.Model do
  require Axon

  def create_model do
    Axon.input("input", shape: {nil, 784})
    |> Axon.dense(128, activation: :relu)
    |> Axon.dropout(rate: 0.5)
    |> Axon.dense(10, activation: :softmax)
  end

  def train(model, data, labels) do
    model
    |> Axon.Loop.trainer(:categorical_cross_entropy, Axon.Optimizers.adam(0.001))
    |> Axon.Loop.run(data, labels, epochs: 10)
  end
end
Nx Integration
Dala.Ml.Nx provides helpers for backend selection and inference:
# Initialize Nx with the best available backend
Dala.Ml.Nx.init()

# Create a tensor with the default backend
tensor = Dala.Ml.Nx.tensor([1.0, 2.0, 3.0])

# Run inference with an Axon model
{:ok, output} = Dala.Ml.Nx.inference(model, params, input_tensor)

# Check if Axon is available
Dala.Ml.Nx.axon_available?()
Backend Priority
	EMLX (if available) — best for Apple Silicon
	Nx.BinaryBackend — pure Elixir fallback

Building for iOS
Native Build with EMLX
EMLX requires the MLX library. The build process:
	For iOS Simulator: Standard mix dala.deploy --native should work.

	For iOS Device: Cross-compile MLX for iOS arm64:
	Download precompiled MLX iOS binaries from mlx-build
	Or build from source with iOS SDK


	Disable JIT in OTP: Ensure your OTP build has --disable-jit flag.


Environment Variables
# Disable JIT for iOS device builds
export LIBMLX_ENABLE_JIT=false

# Use specific MLX version
export LIBMLX_VERSION=0.31.2

# Cache directory for downloaded binaries
export LIBMLX_CACHE=~/.cache/libmlx

Dependencies
The following dependencies are included in mix.exs for ML support:
	Dependency	Version	Purpose
	:nx	~> 0.10	Core tensor library
	:polaris	~> 0.1	Nx compiler
	:scholar	~> 0.4.0	Traditional ML algorithms
	:nx_signal	~> 0.3.0	Digital signal processing
	:axon	~> 0.8.0	Neural network library

Limitations
	64-bit float operations: Not supported by Metal. Use 32-bit floats.

	Model training: While possible, training large models on-device is limited by memory and compute. Consider:
	Training in the cloud, deploying to device
	Using pre-trained models
	Quantization for smaller models (EMLX supports 4-bit quantization)


	ONNX Runtime: Currently placeholder only. Real inference requires linking the ONNX Runtime C library.


Troubleshooting
"JIT not allowed" errors
Ensure LIBMLX_ENABLE_JIT=false and OTP is built with --disable-jit.
Dala.ML.EMLX.setup/0 handles this automatically.
"MLX not found" errors
Check that MLX binaries are available for iOS arm64. You may need to:
	Set LIBMLX_BUILD=true to build from source
	Or provide precompiled binaries via MLX_ARCHIVE_PATH

Memory issues
Use EMLX.clear_cache/0 and EMLX.set_memory_limit/1 to manage GPU memory.
CoreML returns :not_supported
	CoreML is only available on iOS
	Ensure model file exists at the specified path
	Check model format (.mlmodel or .mlpackage)

ONNX available?/0 returns false
	ONNX Runtime NIF must be compiled for the target platform
	Verify ONNX Runtime libraries are in native/onnxruntime-ios/

ExBurn on iOS
ExBurn provides the only backend with on-device training support on iOS. While EMLX and CoreML are recommended for pure inference, ExBurn enables:
	Fine-tuning pre-trained models on-device
	Full training of small models (< 10M parameters)
	GPU-accelerated training via Metal (through CubeCL)
	No JIT required — unlike EMLX, Burn's Rust NIF doesn't need JIT

# Check ExBurn availability
Dala.ML.Burn.available?()  # true
Dala.ML.Burn.gpu?()        # true (Metal via CubeCL)

# Configure
Dala.ML.Burn.configure!(device: :gpu)

# Train a small model on-device
model = Dala.ML.Burn.compile(axon_model, optimizer: :adam)
trained = Dala.ML.Burn.fit(model, data, epochs: 5, batch_size: 16)
See the ExBurn Integration Guide for full documentation.
See Also
	EMLX Documentation
	Nx Documentation
	Axon Documentation
	MLX GitHub
	ONNX Runtime Setup
	ML Integration Summary
	ExBurn Integration Guide
	ExBurn GitHub



  

    iOS Physical Device — Build & Deployment Guide

Physical iOS devices are fundamentally different from the simulator in ways that
are not obvious and will waste days if you don't know about them. This document
covers the happy path and every significant pitfall encountered when getting the
BEAM running on a real iPhone for the first time.

Why the simulator is not a useful proxy
The iOS simulator runs on macOS. The app process is a macOS process. This means:
	/tmp is the Mac's /tmp — shared between the simulator and the host. OTP
can live at a fixed path like /tmp/otp-ios-sim and be found at runtime.
	The network stack is the Mac's network stack. EPMD running on the Mac is
reachable from the simulator on localhost:4369.
	dlopen works normally. .so NIFs load without restriction.
	Memory limits are the Mac's limits. The BEAM's default 1 GB virtual super
carrier reservation succeeds.
	Executables in the bundle can be exec'd without restriction.

None of these are true on a physical device. Each point is a separate crash
that gives no obvious error.

Happy path
Build paths: simulator vs device
Dala uses two separate build scripts for iOS:
	Script	Purpose	Called by
	ios/build.sh	iOS simulator builds	DalaDev.NativeBuild.build_ios/1
	ios/build_device.sh	iOS physical device builds	DalaDev.NativeBuild.build_ios_physical/2

When deploying with mix dala.deploy, pass --device <udid> to target a physical device:
# Simulator (default)
mix dala.deploy

# Physical device
mix dala.devices                    # list devices and get the UDID
mix dala.deploy --device <udid>    # deploy to specific device

dala_dev resolves the UDID via DalaDev.Discovery.IOS.list_devices/0 and selects the correct build path automatically. Do not shortcut this — the simulator and device build chains are different (static linking, OTP bundling, EPMD as in-process thread, etc.).
1. Build OTP from source for arm64-apple-ios
cd /tmp/otp_ios_device_build
git clone https://github.com/erlang/otp.git
cd otp
git checkout OTP-28.1

./otp_build autoconf
./configure \
  --host=aarch64-apple-ios \
  --build=arm64-apple-darwin \
  --with-ssl=no \
  --disable-jit \
  --disable-esock \
  --without-asn1 \
  --without-runtime_tools \
  --without-os_mon \
  CC="xcrun -sdk iphoneos clang -arch arm64 -miphoneos-version-min=17.0 \
      -isysroot $(xcrun -sdk iphoneos --show-sdk-path)"

make -j$(sysctl -n hw.ncpu)

Critical flags and why:
	--disable-jit — iOS enforces W^X (write xor execute). The JIT allocates
writable+executable memory, which is rejected by the kernel on real hardware.
The simulator's macOS process has no such restriction.
	--disable-esock — net/if_arp.h is missing from the iOS SDK; configure
fails without this.
	--without-asn1 --without-runtime_tools --without-os_mon — these OTP
applications contain NIFs that reference ERTS symbols not exported from a
static libbeam.a. The linker cannot resolve them.

2. Assemble the OTP cache
Collect static libs from the build tree into a cache directory:
cache/otp-ios-device-<hash>/
  erts-16.1/
    include/          ← copy from build: erts/include/ + erts/aarch64-apple-ios/
    lib/
      libbeam.a            ← from bin/aarch64-apple-ios/
      libepcre.a           ← from erts/emulator/pcre/obj/aarch64-apple-ios/opt/
      libryu.a             ← from erts/emulator/ryu/obj/aarch64-apple-ios/opt/
      libzstd.a
      asn1rt_nif.a         ← built separately (see pitfalls)
      internal/
        liberts_internal_r.a
        libethread.a
  lib/                ← OTP applications (kernel, stdlib, elixir, logger, etc.)
  releases/           ← boot scripts
3. Bundle OTP inside the .app
On the simulator, /tmp is shared with the Mac so OTP can live at a fixed path.
On the device, /tmp is the app's sandbox — empty on every install. OTP must be
bundled inside the .app and the path resolved at runtime:
#ifdef dala_BUNDLE_OTP
NSString *bundle_otp = [[[NSBundle mainBundle] bundlePath]
                         stringByAppendingPathComponent:@"otp"];
const char *otp_root = [bundle_otp UTF8String];
#endif
Bundle the OTP tree at .app/otp/ using rsync during the build:
OTP_BUNDLE="$APP/otp"
rsync -a --delete "$OTP_ROOT/lib/"      "$OTP_BUNDLE/lib/"
rsync -a --delete "$OTP_ROOT/releases/" "$OTP_BUNDLE/releases/"
rsync -a --delete "$OTP_ROOT/dala_qa/"   "$OTP_BUNDLE/dala_qa/"
mkdir -p "$OTP_BUNDLE/$ERTS_VSN/bin"    # BINDIR must exist (even if empty)

Compile dala_beam.m with -Ddala_BUNDLE_OTP -DERTS_VSN=\"erts-16.1\" -DOTP_RELEASE=\"28\".
4. Cap the BEAM memory super carrier
The BEAM reserves a 1 GB virtual address range for its memory super carrier by
default. macOS grants this without complaint. iOS on real hardware rejects it and
the process is killed silently before any Elixir code runs. Add -MIscs 10 to
the erl_start args to cap it at 10 MB:
#ifdef dala_BUNDLE_OTP
"-MIscs", "10",
#endif
5. Run EPMD as an in-process thread
Erlang distribution requires EPMD listening on port 4369 before erl_start.
On the simulator this works because the Mac's EPMD is already running and
reachable via the shared network stack. On the device, there is no EPMD.
The fix: compile the EPMD sources directly into the app binary and start them
on a pthread before calling erl_start:
# In build_device.sh — compile EPMD with renamed main()
OTP_BUILD_SRC="/path/to/otp_build"
EPMD_SRC="$OTP_BUILD_SRC/erts/epmd/src"

xcrun -sdk iphoneos clang -arch arm64 -miphoneos-version-min=17.0 \
    -DHAVE_CONFIG_H -DEPMD_PORT_NO=4369 -Dmain=epmd_ios_main \
    -I "$OTP_BUILD_SRC/erts/aarch64-apple-ios" \
    -I "$EPMD_SRC" \
    -I "$OTP_BUILD_SRC/erts/include" \
    -I "$OTP_BUILD_SRC/erts/include/internal" \
    -c "$EPMD_SRC/epmd.c"     -o epmd_main.o
# repeat for epmd_srv.c and epmd_cli.c

// dala_beam.m
#ifdef dala_BUNDLE_OTP
extern int epmd_ios_main(int argc, char **argv);
static void* epmd_thread(void *arg) {
    char *args[] = {"epmd", NULL};
    epmd_ios_main(1, args);   // event loop; does not return
    return NULL;
}
#endif

// ... before erl_start() ...
#ifdef dala_BUNDLE_OTP
pthread_t epmd_t;
pthread_create(&epmd_t, NULL, epmd_thread, NULL);
pthread_detach(epmd_t);
usleep(300000);  // give EPMD 300ms to bind port 4369
#endif
Do not pass -daemon to epmd_ios_main. The daemon path calls fork(),
which is not permitted in iOS sandboxed apps.
6. Register third-party NIFs in the static NIF table
iOS cannot dlopen .so NIFs. All NIFs must be statically linked into the
binary and registered in driver_tab_ios.c (which overrides ERTS's
erts_static_nif_tab by being linked before libbeam.a).
For exqlite's sqlite3_nif:
# Compile with STATIC_ERLANG_NIF_LIBNAME to get a predictable init symbol
$CC ... \
    -DSTATIC_ERLANG_NIF_LIBNAME=sqlite3_nif \
    -c deps/exqlite/c_src/sqlite3_nif.c -o sqlite3_nif.o

This produces sqlite3_nif_nif_init instead of nif_init. Register it:
// driver_tab_ios.c
void *sqlite3_nif_nif_init(void);

ErtsStaticNif erts_static_nif_tab[] = {
    // ... existing entries ...
    {sqlite3_nif_nif_init, 0, THE_NON_VALUE, NULL},
    {NULL,                 0, THE_NON_VALUE, NULL}
};

Erlang Distribution
The BEAM on a physical device supports full Erlang distribution — mix dala.connect,
Dala.Test.*, hot code push, and direct IEx RPC all work the same as on the simulator.
The node name is determined at startup by walking the device's network interfaces in
priority order:
	Priority	Connection	Node name	Requires
	1	WiFi / LAN	<app>_ios@10.0.0.x	Same network as Mac
	1	Tailscale	<app>_ios@100.x.x.x	Tailscale running on both devices
	1	Personal Hotspot	<app>_ios@172.20.10.1	Mac connected to iPhone's hotspot
	2	USB cable only	<app>_ios@169.254.x.x	Cable plugged in, no WiFi
	3	None	<app>_ios@127.0.0.1	No network — unreachable without iproxy

WiFi is checked before USB. This is the opposite of what you might expect.
The reason: if the node started with a USB link-local address and you later unplug
the cable, the Mac can no longer reach that address and distribution dies. With WiFi
taking priority, the node IP stays stable whether the cable is in or out.
If both WiFi and USB are connected when the app launches, the node will use the
WiFi IP. Plugging in USB afterwards does not change it.
USB only (no WiFi): the node falls back to the link-local address and
mix dala.connect finds it the same way — no difference in that workflow.

The node name is still fixed at app launch
The BEAM picks an IP once, at startup, and does not change it while running.
Connecting or disconnecting WiFi after launch has no effect. The improvement is
that WiFi is now chosen over USB at launch time, so the node survives USB
reconnects without needing a restart.
If distribution isn't working: force-quit the app and relaunch it so it picks
up the current network state. mix dala.connect will find it automatically.
USB (recommended for development)
Plug in the cable. No configuration needed.
mix dala.connect

The iPhone presents a USB networking interface on the Mac (typically en11) with a
169.254.x.x link-local address. The device's in-process EPMD and dist port both bind
0.0.0.0, so the Mac can reach them directly at that address.
WiFi
Works automatically when Mac and iPhone are on the same network — no cable, no setup.
mix dala.connect

If it doesn't connect, check: was the app last launched with USB plugged in? If so,
force-quit and relaunch the app on the iPhone (without USB), then run mix dala.connect
again.
Limitation: public WiFi (coffee shops, hotels, conferences) and many corporate
networks enable client isolation, which blocks device-to-device traffic. If the device
isn't found, use USB or Tailscale.
Tailscale (any network, including cellular)
Tailscale is a mesh VPN built on WireGuard. Once installed,
devices on the same Tailscale account can reach each other on any network — same WiFi,
different WiFi, cellular, corporate network. It's free for personal use.
Setup (one time):
	Install the Tailscale app on your Mac and iPhone.
	Sign in to the same Tailscale account on both.
	On the iPhone: open the Tailscale app and enable the VPN.

Usage:
mix dala.connect   # works the same — no change to the workflow

The BEAM detects the Tailscale interface (100.x.x.x) at startup and registers the
node there. The Mac reaches it directly over the WireGuard tunnel — Tailscale's servers
are only involved in the initial connection handshake.
Important: Tailscale must be active on the iPhone before the app launches.
The node name is fixed at BEAM startup. If you enable Tailscale after the app is
already running, restart the app.
Personal Hotspot
Connect the Mac to the iPhone's Personal Hotspot (Settings → Personal Hotspot).
The iPhone's hotspot address (172.20.10.1) is detected automatically — no setup beyond
connecting the Mac to the hotspot WiFi.
Finding the node name manually
If you're unsure what address the BEAM registered under, query the device's EPMD
directly (USB must be connected):
# Substitute your device's link-local IP (shown in ifconfig as 169.254.x.x on en11)
elixir -e "
{:ok, s} = :gen_tcp.connect({169, 254, 235, 134}, 4369, [:binary, active: false], 3000)
:gen_tcp.send(s, <<0, 1, ?n>>)
{:ok, <<_port::32, names::binary>>} = :gen_tcp.recv(s, 0, 3000)
:gen_tcp.close(s)
IO.puts(names)
"
# → name smoke_test_ios at port 9101


Pitfalls
"No provider was found" from devicectl
Benign. xcrun devicectl always prints this warning when the provisioning
profile database lookup fails, even when the command succeeds. Ignore it;
check the exit code and the "App installed" line instead.
Bundle ID with underscores rejected
com.dala.dala_qa is rejected when creating provisioning profiles (Xcode
generates an invalid scheme name like XC com dala dala_qa). Use only dots and
alphanumeric characters: com.dala.dalaqa.
No crash log after silent crash
The BEAM crashing inside erl_start before signal handlers are registered
produces no entry in the system crash logs and no ERL_CRASH_DUMP. The app
simply vanishes. To diagnose: redirect stdout/stderr to a file in Documents
before calling erl_start, and add sentinel files at key points:
int fd = open("/path/to/Documents/beam_stdout.log", O_WRONLY|O_CREAT|O_TRUNC, 0644);
dup2(fd, STDOUT_FILENO);
dup2(fd, STDERR_FILENO);
close(fd);
Use xcrun devicectl device copy from ... --domain-type appDataContainer to
pull Documents off the device without needing Xcode.
system() unavailable on iOS
OTP's erlexec.c and heart.c call system(), which does not exist on iOS.
The linker will fail or the binary will crash. Patch both files with:
#if !(defined(__APPLE__) && defined(TARGET_OS_IPHONE) && TARGET_OS_IPHONE)
    // original system() call
#endif
asn1rt_nif.a must use STATIC_ERLANG_NIF
If asn1rt_nif.c is compiled without -DSTATIC_ERLANG_NIF, it exports
nif_init instead of asn1rt_nif_nif_init. The linker will include the object
but the symbol won't be found by driver_tab_ios.c's declaration. Rebuild with
the flag.
libmicro_openssl.a (historical — no longer needed)
Earlier setups linked against libmicro_openssl.a to satisfy MD5Init/
MD5Update/MD5Final symbols. With --without-ssl OTP, nothing in the
linked code path references them — libbeam.a's own erts_md5_* covers
everything that does get called. The lib is dropped from the LIBS list
entirely; do not re-add it.
dlopen of .so NIFs silently fails at runtime
On the device, dlopen for a .so NIF does not crash the BEAM immediately. It
logs a warning (The on_load function for module X returned: {:error, :load_failed})
and the connection pool start-up fails later with a seemingly unrelated error.
If you see UndefinedFunctionError from Exqlite.Sqlite3NIF.open/2, the NIF
was never loaded — the .so does not exist and the static registration is
missing.
EPMD error: Protocol 'inet_tcp': register/listen error: econnrefused
This is logged to BEAM stdout (captured in beam_stdout.log if you redirect
it). It means erl_start found no EPMD on port 4369. On the device the Mac's
EPMD is not reachable. Fix: in-process EPMD thread (see step 5 above).
OTP bundle size / watchdog timeout
The default OTP lib/ includes 67 MB of lib/erlang/ (duplicated under a
different path) and dozens of unused applications. Strip aggressively before
bundling:
	Remove lib/erlang/ (it's a duplicate of the top-level layout)
	Remove unused OTP apps: common_test, diameter, edoc, erl_interface,
eunit, inets, mnesia, parsetools, public_key, reltool,
syntax_tools, tools, xmerl

Target: lib/ under 40 MB, total .app/otp/ bundle under 50 MB.
ERTS version vs OTP release version
OTP-28.1 installs as erts-16.1, not erts-16.3 (which is OTP-28.3). The
OTP_RELEASE passed to -boot must match the actual release number. Always
auto-detect:
ERTS_VSN=$(ls "$OTP_ROOT" | grep '^erts-' | sort -V | tail -1)

And pass matching compile-time defines:
-DERTS_VSN=\"erts-16.1\" -DOTP_RELEASE=\"28\"

BINDIR must exist even though binaries can't run
The BEAM reads the BINDIR environment variable and checks the directory
exists. Even though no binary in it can be exec'd on iOS, the directory itself
must be present or the BEAM aborts early. Create it:
mkdir -p "$OTP_BUNDLE/$ERTS_VSN/bin"

Root-level OTP assets not bundled
The bundle step copies lib/, releases/, and the app BEAM directory — but
not root-level files sitting directly in $OTP_ROOT. If your Elixir code
references assets via System.get_env("ROOTDIR") (e.g. logo images), those
files must be explicitly copied into the .app/otp/ root during bundling:
for f in "$OTP_ROOT"/*.png "$OTP_ROOT"/*.jpg; do
    [ -f "$f" ] && cp "$f" "$OTP_BUNDLE/"
done

On the simulator ROOTDIR points to the Mac's /tmp/otp-ios-sim which is
writable and populated by the deployer, so assets are always there. On the
device they must be in the bundle.
Crash dump is written to Documents, not /tmp
On the device, /tmp is the app's sandbox temporary directory and is cleared
on each install. Set ERL_CRASH_DUMP to a path inside Documents:
snprintf(crash_dump, sizeof(crash_dump), "%s/dala_erl_crash.dump", docs_dir);
setenv("ERL_CRASH_DUMP", crash_dump, 1);

Checking the device after a crash
Pull Documents off the device (no Xcode needed):
xcrun devicectl device copy from \
  --device <DEVICE_UUID> \
  --domain-type appDataContainer \
  --domain-identifier com.dala.dalaqa \
  --source Documents \
  --destination /tmp/dalaqa_docs

List files on device without pulling:
xcrun devicectl device info files \
  --device <DEVICE_UUID> \
  --domain-type appDataContainer \
  --domain-identifier com.dala.dalaqa

System crash logs (Jetsam events, signal crashes):
xcrun devicectl device info files \
  --device <DEVICE_UUID> \
  --domain-type systemCrashLogs



  

    Rustler in Dala - Complete Guide

Overview
Dala uses Rustler to create NIFs (Native Implemented Functions) that bridge Elixir with native code written in Rust. This guide explains how to extend Dala with your own Rust code, handle platform-specific dispatch, and implement message sending.
Architecture note: Dala's NIF does not cache Env across calls (unsafe). cache_env/1 is a stub kept for API compatibility. Message sending from ObjC/Java callbacks uses platform-specific dispatch, not cached env.

When to Use Rustler in Dala
Use Rustler when you need to:
	Call platform-specific native APIs (iOS/Android) from Elixir
	Perform CPU-intensive operations that benefit from Rust's performance
	Integrate existing Rust libraries into your Dala app
	Create custom native components not covered by Dala's built-in NIF

Project Structure
Dala's Rust code lives in:
	dala/native/dala_nif/ - Main NIF library (Rustler-based)
	dala/native/dala_nif/src/ios.rs - iOS-specific (ObjC messaging)
	dala/native/dala_nif/src/android.rs - Android-specific (JNI)
	dala/native/dala_nif/src/common.rs - Shared code and platform dispatch

Creating a New NIF Function
1. Add the Rust function
Edit dala/native/dala_nif/src/lib.rs:
use rustler::{Env, NifResult, Term};

#[rustler::nif]
fn my_custom_function<'a>(env: Env<'a>, input: Term<'a>) -> NifResult<Term<'a>> {
    // Your Rust implementation here
    let input_str: String = input.decode()?;
    let result = format!("Processed: {}", input_str);

    // Return the result
    Ok(rustler::types::binary::Binary::from_bytes(result.as_bytes())
        .to_term(env)
        .unwrap())
}

// Register the function in the rustler::init! macro at the bottom of the file:
rustler::init!(
    "Elixir.Dala.Platform.Native",
    [
        // ... existing functions ...
        my_custom_function,
    ]
);
2. Add the Elixir wrapper
Edit dala/lib/dala/platform/native.ex:
defmodule Dala.Platform.Native do
  # ... existing functions ...

  @doc "My custom function"
  def my_custom_function(_input), do: :erlang.nif_error(:nif_not_loaded)
end
3. Build the Rust library
iOS:
cd dala/ios/rust
cargo build --release --target aarch64-apple-ios
cargo build --release --target x86_64-apple-ios  # for simulator

Android:
cd dala/android/jni/rust
cargo build --release --target aarch64-linux-android
cargo build --release --target armv7-linux-androideabi

Platform-Specific Code
Use conditional compilation to handle platform differences:
#[cfg(target_os = "ios")]
mod ios {
    pub fn platform_specific() -> &'static str {
        "Running on iOS"
    }
}

#[cfg(target_os = "android")]
mod android {
    pub fn platform_specific() -> &'static str {
        "Running on Android"
    }
}

pub fn get_platform_info() -> String {
    #[cfg(target_os = "ios")]
    return ios::platform_specific().to_string();

    #[cfg(target_os = "android")]
    return android::platform_specific().to_string();

    #[cfg(not(any(target_os = "ios", target_os = "android")))]
    return "Unknown platform".to_string();
}
Calling Objective-C/Swift from Rust (iOS)
Dala uses FFI (Foreign Function Interface) to call into iOS frameworks:
use objc::runtime::{Class, Object};
use objc::{class, msg_send};

pub fn ios_specific_task() {
    unsafe {
        let cls: *mut Object = msg_send![class!(SomeiOSClass), sharedInstance];
        if !cls.is_null() {
            let _: () = msg_send![cls, someMethod];
        }
    }
}
Calling Java from Rust (Android)
Use JNI (Java Native Interface) to call Android APIs:
use jni::objects::{JClass, JString};
use jni::JNIEnv;

pub fn android_specific_task(env: &mut JNIEnv) {
    let class = env.find_class("com/example/dala/dalaBridge").unwrap();
    let method = env.get_static_method_id(class, "someMethod", "()V").unwrap();
    // Call the method...
}
Message Delivery from Native to Elixir
The Challenge
Functions like dala_deliver_webview_eval_result are:
	Called from ObjC (iOS) or Java (Android) callbacks
	Need to send messages to Erlang processes (e.g., :dala_screen)
	Don't have direct access to Env from the NIF context

Current Approach: Platform-Specific Dispatch
Dala uses platform-specific dispatch rather than cached Env:
	iOS: ObjC message passing via msg_send!
	Android: JNI calls via jni crate
	No caching: cache_env/1 is a no-op stub for API compatibility

Current Status (as of dala 0.0.x):
	✅ cache_env stub exists for API compatibility
	✅ dala_deliver_webview_eval_result logs results via eprintln!
	❌ Direct message sending from callbacks not yet implemented

For now, use eprintln! for debugging from native callbacks.
The Proper Way: Use Erlang C API
The correct way to send messages from C code (which Rust can call) is to use Erlang's C API:
#include <erl_nif.h>

// Get process ID by name
ErlNifPid* pid = enif_whereis(env, "dala_screen");

// Send a tuple message
ErlNifTerm* message = enif_make_tuple(env, 3,
    enif_make_atom(env, "webview"),
    enif_make_atom(env, "eval_result"),
    enif_make_binary(env, json, strlen(json))
);

enif_send(env, pid, message, 0);
Recommended Implementation Steps
	For now (stub): Log the result using eprintln!
	Short term: Implement using Erlang C API FFI
	Long term: Create proper Rust bindings for Erlang C API

Environment Handling
Dala's NIF does not cache Env across NIF calls (unsafe, lifetime issues). cache_env/1 is a no-op stub kept for API compatibility:
// lib.rs
#[rustler::nif]
fn cache_env<'a>(env: Env<'a>) -> NifResult<Term<'a>> {
    // Env cannot be safely cached - lifetime tied to NIF call
    // This stub exists for API compatibility
    ok(env)
}
Message sending from ObjC/Java callbacks uses platform-specific dispatch, not a cached environment.
Testing Your NIF
1. Unit tests in Rust:
#[cfg(test)]
mod tests {
    use super::*;

    #[test]
    fn test_my_function() {
        // Test your Rust code
    }
}
2. Integration tests from Elixir:
test "my custom function works" do
  assert {:ok, result} = Dala.Platform.Native.my_custom_function("test")
end
Debugging Tips
	Use logging:
	Rust: eprintln!("Debug: {}", value); (shows in logcat on Android, stderr on iOS)
	iOS: Use NSLog via FFI
	Elixir: Use :dala_nif.log/1 for early startup, Logger after Dala.App.start


	Check NIF loading:
:code.is_loaded(Dala.Platform.Native)

	Test NIF functions directly:
:dala_nif.my_custom_function("test")


Best Practices
	Error handling: Always return proper NIF errors
	Memory safety: Use Rust's ownership system, avoid unsafe when possible
	Platform checks: Use #[cfg()] attributes for platform-specific code
	Documentation: Document your NIF functions in both Rust and Elixir
	Testing: Write tests for both Rust and Elixir sides

Examples from Dala's Codebase
	dala/native/dala_nif/src/lib.rs - Main NIF entry point
	dala/native/dala_nif/src/ios.rs - iOS-specific implementations
	dala/native/dala_nif/src/android.rs - Android-specific implementations
	dala/native/dala_nif/src/common.rs - Shared code and platform dispatch

Further Reading
	Rustler Documentation
	Rust FFI Guide
	JNI Documentation
	Objective-C Runtime
	Erlang NIF C API
	Dala Platform.Native API



  

    EMLX iOS Integration Summary

This document summarizes the EMLX integration for iOS in the Dala framework.
What Was Added
1. Core Modules (lib/dala/ml/)
	Module	Purpose
	Dala.Ml.Emlx	iOS-specific EMLX configuration and helpers
	Dala.Ml.Nx	Nx integration helpers and backend selection
	Dala.Ml.Example	Practical examples of using EMLX on iOS
	Dala.Ml.ConfigHelper	Configuration snippets for mix.exs

2. Documentation
	guides/ios_ml_support.md - Simplified guide covering:
	Quick start instructions
	EMLX configuration for iOS devices vs simulator
	Build instructions  
	Limitations and troubleshooting


	AGENTS.md - Updated with simplified iOS ML Support section


Key Features
Platform Detection
Dala.Ml.Emlx.ios_device?()    # true for real iOS device
Dala.Ml.Emlx.ios_simulator?() # true for simulator
Dala.Ml.Emlx.platform_config() # returns appropriate config
Automatic Backend Selection
Dala.Ml.Nx.init_for_ios()
# Automatically selects EMLX (if available) or falls back to Nx.BinaryBackend
Verification
Dala.Ml.Emlx.available?()           # check if EMLX is working
Dala.Ml.Emlx.verify_installation()  # test with a simple tensor operation
Dala.Ml.Emlx.benchmark()           # run a simple performance test
Usage in a Dala iOS App
Step 1: Add Dependencies
In your app's mix.exs:
def deps do
  [
    {:nx, github: "elixir-nx/nx", sparse: "nx"},
    {:axon, "~> 0.6"},
    {:emlx, github: "elixir-nx/emlx", branch: "main"}
  ]
end
Step 2: Configure
In config/config.exs:
# Disable JIT for iOS devices
config :emlx, jit_enabled: false

# Use Metal GPU (recommended for Apple Silicon)
config :nx, :default_backend, {EMLX.Backend, device: :gpu}
Step 3: Initialize
In your app's startup:
defmodule MyApp.App do
  use Dala.App

  def start(_type, _args) do
    Dala.Ml.Nx.init_for_ios()
    # ... rest of app
  end
end
Step 4: Use ML
# Create tensors
tensor = Nx.tensor([1.0, 2.0, 3.0])

# Matrix operations
a = Nx.tensor([[1.0, 2.0], [3.0, 4.0]])
b = Nx.tensor([[5.0], [6.0]])
result = Nx.dot(a, b)  # Runs on GPU via EMLX
Important Constraints
	No JIT on iOS devices - W^X policy blocks JIT. Use LIBMLX_ENABLE_JIT=false.
	Metal GPU available - EMLX uses MLX with Metal on iOS devices and simulator.
	Unified memory - Apple Silicon's shared CPU/GPU memory makes EMLX efficient.
	No 64-bit floats - Metal doesn't support them. Use 32-bit floats.
result = Nx.dot(a, b)  # Runs on GPU via EMLX
## Repository Analysis Summary

| Repository | iOS Support | Notes |
|------------|--------------|-------|
| **Nx** | ✅ Ready | Pure Elixir, works on any platform |
| **Axon** | ✅ Ready | Neural networks, pure Elixir |
| **EMLX** | ⚠️ Setup needed | **Recommended for iOS** |

**Not supported on iOS:**
- Emily (macOS-only)
- NxIREE (IREE runtime doesn't target iOS)
- EXLA/XLA (XLA doesn't target iOS)
- Torchx (requires LibTorch cross-compile)

## Files Modified/Created

### New Files
- `lib/dala/ml/emlx.ex` - EMLX integration module
- `lib/dala/ml/nx.ex` - Nx helpers
- `lib/dala/ml/example.ex` - Usage examples
- `lib/dala/ml/config_helper.ex` - Configuration helper
- `guides/ios_ml_support.md` - Complete iOS ML guide
- `guides/emlx_ios_summary.md` - This summary

### Modified Files
- `AGENTS.md` - Added iOS ML Support section

## Next Steps

1. **Test in iOS Simulator** - Verify EMLX works in iOS simulator
2. **Test on iOS Device** - Cross-compile MLX for iOS arm64 and test
3. **Add Precompiled Binaries** - Consider providing precompiled MLX iOS binaries
4. **Integration Tests** - Add tests for the Dala.ML modules
5. **Update dala_new Templates** - Add EMLX configuration to project templates




  

    Plugin Architecture

Dala is designed as a runtime-extensible UI host where everything is just schema + commands + native capabilities. This is the same fundamental direction used by React Native Fabric, Flutter Engine, SwiftUI internals, Jetpack Compose runtime, VSCode extension host, and browser DOM.
Core Philosophy
Dala core knows almost nothing. Plugins self-describe themselves through:
	Schema - component metadata (props, events, capabilities)
	Commands - binary protocol for communication
	Native capabilities - platform-specific rendering

What Dala Core Knows
	Thing	Responsibility
	Tree	UI node graph
	Diff engine	updates
	Binary transport	commands
	Scheduler	async/state
	Registry	plugin lookup
	Layout protocol	sizing/constraints
	Event bridge	event routing

Everything else — video, maps, charts, camera, ML view, custom renderer, AR, Metal canvas — becomes plugins.
The Plugin Lifecycle
1. Self-Describing Component Schema
Plugins declare themselves declaratively:
defmodule MyApp.VideoPlugin do
  use Dala.Plugin

  component "video" do
    prop "source", :string
    prop "autoplay", :bool
    prop "controls", :bool
    prop "volume", :f32

    event "progress"
    event "ended"

    native "ios", "DalaVideoView"
    native "android", "com.dala.video.VideoView"

    capability :gestures
    capability :accessibility
    capability :animation
  end
end
This is NOT UI code. This is metadata.
Core Dala automatically generates:
	Protocol encoders/decoders
	Validators
	Documentation
	Registry entries

2. Universal Node Model
Everything becomes a generic node:
%Dala.Node{
  type: "video",
  props: %{source: "...", autoplay: true},
  children: []
}
Dala core NEVER special-cases video, maps, or charts. The same generic lifecycle applies to all plugins:
	create/2
	update/2
	layout/2
	event/3
	dispose/1

Optional capabilities:
	animate/2
	focus/2
	accessibility/2
	snapshot/1
	texture/1
	gesture/2

3. Universal Command Stream
Dala core emits only generic operations:
	CREATE_NODE
	UPDATE_PROP
	REMOVE_NODE
	EMIT_EVENT
	RUN_ANIMATION

Plugins interpret semantics. Core stays tiny.
4. Versioned Schema ABI
Plugins MUST declare versions for compatibility:
schema_version "1.0.0"
protocol_version 3
native_api_version "2.0.0"
Otherwise ecosystem explodes later.
5. Host/Runtime Separation
Plugins should NEVER directly access:
	BEAM internals
	Scheduler state
	Raw protocol sockets

Instead:
Plugin
   ↓
Host API
   ↓
Dala Runtime
Exactly like browser extensions.
Schema-First Architecture
Designing around schema-first (not widget-first, not native-view-first, not protocol-first) unlocks:
	Tooling and validation
	Code generation
	Compatibility guarantees
	Visual editors
	Plugin ecosystems
	AI-generated UIs
	Hot reload
	Documentation

Plugin Package Structure
my_plugin/
 ├── lib/
 │    └── my_plugin.ex          # Plugin schema definitions
 ├── native/
 │    ├── rust/                 # Rust NIF extensions (optional)
 │    ├── ios/                  # iOS native views
 │    └── android/              # Android native views
 ├── protocol/                  # Generated binary protocol
 └── assets/                    # Static assets
Defining a Plugin
Basic Structure
defmodule MyApp.MyPlugin do
  use Dala.Plugin,
    schema_version: "1.0.0",
    protocol_version: 3,
    native_api_version: "2.0.0"

  component "my_component" do
    # Define properties
    prop "title", :string, required: true
    prop "count", :integer, default: 0
    prop "enabled", :bool, default: false

    # Define events
    event "clicked"
    event "changed", payload: %{value: :integer}

    # Map to native classes
    native "ios", "MyComponentView"
    native "android", "com.myapp.MyComponent"

    # Declare capabilities
    capability :gestures
    capability :accessibility
  end
end
Property Types
	Type	Description
	:string	UTF-8 string
	:bool	Boolean (true/false)
	:integer	Signed 64-bit integer
	:float	64-bit float
	:f32	32-bit float (binary protocol)
	:f64	64-bit float (binary protocol)
	:color	Color token or ARGB integer
	:binary	Binary data
	:list	List of values
	:map	Map/dictionary

Property Options
	:required - If true, prop must be provided (default: false)
	:default - Default value if not provided
	:doc - Documentation string

Events
event "progress"
event "completed", payload: %{percentage: :f32, time: :integer}
Capabilities
	Capability	Description
	:gestures	Handles pan/zoom/rotate gestures
	:accessibility	Provides accessibility tree
	:animation	Supports custom animations
	:textures	Renders to texture (e.g., camera, AR)
	:overlay	Can render above other content
	:clipping	Supports clipping masks
	:touch	Handles raw touch events
	:keyboard	Handles keyboard input
	:focus	Participates in focus navigation

Using Plugins
Registration
Register your plugin at application startup:
defmodule MyApp do
  use Dala.App

  def on_start do
    # Register plugins
    MyApp.VideoPlugin.register()
    MyApp.MapPlugin.register()
    MyApp.ChartPlugin.register()

    # Start your root screen
    Dala.Screen.start_root(MyApp.HomeScreen)
  end
end
In Screens
Use plugin components just like built-in components:
defmodule MyApp.VideoScreen do
  use Dala.Screen

  def render(assigns) do
    %{
      type: "video",
      props: %{
        source: @video_url,
        autoplay: true,
        controls: true,
        volume: 0.8
      },
      children: []
    }
  end

  def handle_event("progress", %{"position" => pos, "duration" => dur}, socket) do
    {:noreply, Dala.Socket.assign(socket, :progress, pos / dur)}
  end

  def handle_event("ended", _params, socket) do
    {:noreply, Dala.Socket.assign(socket, :finished, true)}
  end
end
With Lists
def render(assigns) do
  %{
    type: :list,
    props: %{
      id: :videos,
      items: @videos
    },
    children: [
      %{
        type: "video",
        props: %{
          source: "{{item.url}}",
          autoplay: false,
          width: 300,
          height: 200
        }
      }
    ]
  }
end
Protocol Generation
Dala automatically generates binary protocol specifications from plugin schemas:
# Generate protocol
protocol = MyApp.VideoPlugin.generate_protocol()

# Generate manifest
manifest = MyApp.VideoPlugin.generate_manifest()

# Write to file
MyApp.VideoPlugin.generate_manifest()
|> MyApp.VideoPlugin.write_to_file("priv/manifest.json")
Field Numbering
Each property gets a unique field number:
prop "volume", :f32
# → FIELD_VOLUME = 0x02
# → [f32]
Field numbers are assigned sequentially starting from 0x01 for each component, ensuring no collisions within a plugin.
Binary Format
+--------+--------+--------+--------+
| opcode |  id    | field  | value  |
+--------+--------+--------+--------+
  1 byte  8 bytes  1 byte  N bytes
Native Implementation
iOS (Swift)
dalaNativeViewRegistry.shared.register("video") { props, send in
    let player = AVPlayer(url: URL(string: props["source"])!)
    player.automaticallyWaitsToMinimizeStalling = false

    let controller = AVPlayerViewController()
    controller.player = player
    controller.showsPlaybackControls = props["controls"] as? Bool ?? true

    if props["autoplay"] as? Bool ?? false {
        player.play()
    }

    // Send progress events
    let interval = CMTime(seconds: 0.5, preferredTimescale: 1000)
    player.addPeriodicTimeObserver(forInterval: interval, queue: .main) { time in
        let position = CMTimeGetSeconds(time)
        let duration = CMTimeGetSeconds(player.currentItem?.duration ?? CMTime.zero)
        send("progress", [
            "position": position,
            "duration": duration
        ])
    }

    return controller
}
Android (Kotlin)
dalaNativeViewRegistry.register("video") { props, send ->
    val view = PlayerView(context).apply {
        val player = ExoPlayer.Builder(context).build()
        this.player = player

        player.setMediaItem(MediaItem.fromUri(props["source"]))
        player.playWhenReady = props["autoplay"] as? Boolean ?: false
        useController = props["controls"] as? Boolean ?: true

        player.addListener(object : Player.Listener {
            override fun onPlaybackStateChanged(state: Int) {
                if (state == Player.STATE_ENDED) {
                    send("ended", mapOf())
                }
            }
        })

        // Send progress events
        val handler = Handler(Looper.getMainLooper())
        handler.post(object : Runnable {
            override fun run() {
                val position = player.currentPosition
                val duration = player.duration
                send("progress", mapOf(
                    "position" to position,
                    "duration" to duration
                ))
                handler.postDelayed(this, 500)
            }
        })
    }
    view
}
Plugin Registry
The plugin registry manages all registered plugins:
# Look up a component's plugin
{:ok, plugin} = Dala.Plugin.Registry.lookup_component("video")

# List all components
Dala.Plugin.Registry.list_components()
# → ["video", "map", "chart", ...]

# Check capabilities
Dala.Plugin.Registry.supports_capability?(:gestures)
# → true

# Get components with a capability
Dala.Plugin.Registry.components_with_capability(:gestures)
# → ["video", "map", "chart"]

# List all capabilities
Dala.Plugin.Registry.list_capabilities()
# → [:gestures, :accessibility, :animation, ...]
Dynamic Plugin Loading
Plugins can be loaded dynamically at runtime:
# Load manifest from JSON
{:ok, manifest} = File.read!("priv/plugins/video.json")
|> JSON.decode!()
|> Dala.Plugin.Manifest.from_json()

# Register all components
Dala.Plugin.Manifest.register_from_manifest(manifest)
Best Practices
	Version Everything: Always declare schema_version, protocol_version, and native_api_version

	Schema-First: Design the schema before implementing native views

	Capabilities: Declare capabilities accurately so the runtime can optimize

	Events: Use descriptive event names and document payloads

	Defaults: Provide sensible defaults for all optional props

	Validation: Use required: true for essential props

	Documentation: Document props, events, and capabilities

	Testing: Test with the Dala test harness:


test "video autoplay" do
  {:ok, pid} = Dala.Screen.start_link(MyApp.VideoScreen)
  Dala.Test.tap(pid, :play_button)
  assert Dala.Test.assigns(pid).autoplay == true
end
Migration Guide
From Native Views
If you have existing native view components:
	Create a plugin module with use Dala.Plugin
	Define your component schema with component/2
	Add props, events, and capabilities
	Map to your existing native class with native/2
	Register the plugin

No changes to native code required!
From Widgets
If you have custom Elixir widgets:
	Extract the UI logic into a plugin schema
	Define props and events
	Implement as a native view or keep as Elixir process
	Use Dala.Ui.Widgets.native_view/2 for hybrid approach

Future Features
	Remote Components: Stream components from server
	Hot Install: Install plugins without app update
	Visual Builders: Drag-and-drop UI construction
	AI Generation: Generate UIs from descriptions
	Cross-Platform Sharing: Share plugins across iOS/Android

Examples
See the following example plugins:
	Dala.Plugin.VideoPlugin - Video player component
	Dala.Plugin.MapPlugin - Interactive map
	Dala.Plugin.ChartPlugin - Data visualization

Troubleshooting
Component not rendering?
	Check that the plugin is registered: Dala.Plugin.Registry.list_components()
	Verify the component type matches the schema
	Ensure the :id prop is provided

Events not firing?
	Check event names match between schema and native code
	Verify the native implementation calls send/2
	Ensure handle_event/3 is implemented in the screen

Props not updating?
	Verify prop types match the schema
	Check that required props are provided
	Ensure the component process is running

Summary
The plugin architecture enables:
	Extensibility: Add new components without modifying core
	Portability: Same schema works across platforms
	Tooling: Auto-generated code and documentation
	Ecosystem: Third-party plugin marketplace potential
	Scalability: Core stays tiny, plugins handle complexity

This is the foundation for a thriving plugin ecosystem where developers can build, share, and reuse components across projects and platforms.


  

    Getting Started

Dala runs on iOS and Android. Pick your target — you don't need both.
→ iOS only
→ Android only
→ Both platforms
→ LiveView projects

iOS only
What you need
	macOS
	Xcode 15 or later (xcode-select --install for command-line tools)
	Elixir 1.19 or later with Hex: mix local.hex
	dala_new installed: mix archive.install hex dala_new

That's enough to run on the iOS Simulator. For a physical iPhone, you also need:
	An Apple ID — free at https://appleid.apple.com
	Xcode signed in with that Apple ID: open Xcode → Settings → Accounts → [+]
	(For App Store distribution only) Apple Developer Program — $99/year.
Free accounts can deploy to your own devices; profiles expire every 7 days.

Create a project
mix dala.new my_app --ios
cd my_app
mix dala.install

--ios scopes the generator to iOS only — no android/ directory is created
and mix dala.install skips the Android OTP download (saves ~400 MB of cache).
Drop the flag if you want both platforms.
mix dala.install downloads the pre-built OTP runtime for iOS and writes your dala.exs.
Verify your environment
mix dala.doctor

Fix any failures before continuing. See Troubleshooting if needed.
Run on the iOS Simulator
Boot a simulator from Xcode → Open Simulator, or:
xcrun simctl boot "iPhone 16 Pro"
open -a Simulator

Then deploy:
mix dala.deploy --native --ios

This builds the .app bundle, installs it in the simulator, and pushes your BEAM files.
Subsequent deploys without --native are faster — they push only changed .beam files:
mix dala.deploy --ios

Run on a physical iPhone
There are three one-time steps before your first deploy. Do them in order.
Step 1 — Trust the Mac
Connect your iPhone to your Mac with a USB cable. The phone will show:
"Trust This Computer?"

Tap Trust, then enter your passcode. If this dialog doesn't appear, unplug and
replug the cable, or try a different port.
Step 2 — Enable Developer Mode on the iPhone
This is required on iOS 16 and later. You only do it once per phone.
On the iPhone: Settings → Privacy & Security → Developer Mode → turn ON
The phone will warn you and ask to restart. Tap Restart. After it reboots, a
dialog appears asking to confirm — tap Enable and enter your passcode.
If you don't see Developer Mode in Settings, make sure the phone is connected to
the Mac and Xcode is open. Xcode needs to recognise the device at least once for
the option to appear.

Step 3 — Register your app ID and get a provisioning profile
Apple requires every app installed on a physical device to be signed with a
provisioning profile tied to your developer account. Run:
mix dala.provision

This generates a small Xcode project stub, uses it to register your bundle ID with
Apple, and downloads a development provisioning profile — all from the command line.
You won't need to build or launch anything in Xcode.
If mix dala.provision fails: open Xcode, select your phone from the device
picker at the top, and wait for it to finish "Preparing device for development".
Then re-run mix dala.provision.

Deploy
mix dala.deploy --native --ios

Dala auto-detects the connected phone. The app will appear on your home screen.
If the profile expires (free accounts: every 7 days, paid Developer Program: 1 year),
re-run mix dala.provision then deploy again.

Android only
What you need
	Elixir 1.19 or later with Hex: mix local.hex
	dala_new installed: mix archive.install hex dala_new
	Java 17–21 (brew install --cask temurin on macOS)
	Android Studio (includes the SDK and adb)

For a physical Android device: enable Developer Options and USB Debugging on the
device, then connect via USB and accept the authorization prompt.
Create a project
mix dala.new my_app --android
cd my_app
mix dala.install

--android scopes the generator to Android only — no ios/ directory is created
and mix dala.install skips the iOS OTP download. Drop the flag if you want both
platforms.
mix dala.install downloads the pre-built OTP runtime for Android and writes your
dala.exs and android/local.properties.
Verify your environment
mix dala.doctor

Fix any failures before continuing. See Troubleshooting if needed.
Run on an emulator
Start an AVD from Android Studio → Device Manager, then:
mix dala.deploy --native --android

This builds the APK, installs it on the emulator, and pushes your BEAM files.
Subsequent deploys without --native push only changed .beam files:
mix dala.deploy --android

Run on a physical Android device
There are two one-time steps before your first deploy.
Step 1 — Enable Developer Mode on the phone
Android hides developer options until you unlock them.
	Open Settings → About phone	On Samsung: Settings → About phone → Software information


	Find Build number and tap it 7 times in quick succession
	You'll see: "You are now a developer!"
	Go back to Settings — a new Developer options entry has appeared
	Open Developer options and turn on USB debugging

Step 2 — Connect via USB and set the mode
Plug in the USB cable. On the phone:
	A prompt appears: "Allow USB debugging?" — tap Allow
(tick "Always allow from this computer" so you're not asked every time)
	Pull down the notification shade and tap the USB connection notification
	Select File Transfer (sometimes labelled "MTP") — not "Charging only"

Verify the connection:
adb devices

You should see your device listed as device (not unauthorized or offline).
If it shows unauthorized, check for a missed dialog on the phone screen.
Deploy
mix dala.deploy --native --android

Dala detects connected devices automatically. If you have more than one, use
mix dala.devices to find the serial ID and --device <id> to target it.

Both platforms
What you need
Everything from the iOS and Android sections above — but you don't need a physical
device for both. Mix and match whatever you actually have:
	Setup	What to do
	iOS Simulator + Android emulator	Nothing extra — just deploy
	Physical iPhone + Android emulator	Set up iPhone (trust + Developer Mode + mix dala.provision)
	iOS Simulator + physical Android	Set up Android (Developer Mode + USB debugging + File Transfer)
	Physical iPhone + physical Android	Set up both phones, then mix dala.provision for iOS

Create a project
mix dala.new my_app
cd my_app
mix dala.install

Verify your environment
mix dala.doctor

Deploy to everything you have connected
mix dala.deploy --native

Without --ios or --android, Dala targets all connected simulators, emulators, and
physical devices at once — whatever is available. On macOS it includes both platforms;
on Linux/Windows it deploys Android only. You don't need to tell it what you have.
If you have a physical iPhone (one-time setup)
Before your first deploy to a physical iPhone, register your app with Apple:
mix dala.provision

Then deploy normally — Dala auto-detects the phone alongside any running simulators
or emulators and pushes to all of them in one command:
mix dala.deploy --native

If you only want to target the phone and skip the simulators for a deploy:
mix dala.deploy --native --ios

Targeting one device at a time
Use mix dala.devices to see what's connected and their IDs, then --device <id> to
target a specific one — useful when you have multiple physical devices or want to
isolate a deploy while keeping others running.

LiveView projects
Instead of writing screens in Elixir with the Spark DSL, you can run a full
Phoenix LiveView app inside a native WebView. The native shell handles device
APIs and distribution; your UI is a regular Phoenix web app.
The first-run flow is not the same as a native project — it has database
setup, an extra asset-pipeline step, and a couple of paths to fill in by hand.
The full sequence is below.
Mixed apps are fine
You don't have to pick one mode for the whole app. A native Dala project can
host LiveView screens (run mix dala.enable liveview in an existing project),
and a LiveView project can include native Dala.Screen modules alongside its
WebView screens. Use whichever fits each part of the app.
One thing to be aware of: a mixed app has two distinct forms of navigation.
	Phoenix routes — live "/foo", FooLive in router.ex, navigated with
<.link navigate={...}> or push_navigate(...). Lives entirely inside the
LiveView WebSocket; the WebView's URL changes but the native nav stack
doesn't.
	Native navigation — Dala.Nav.push/2, pop/1, tab bars, drawers.
Lives in the native nav controller; the WebView is just one screen on
that stack.

The two stacks don't talk to each other (by default but you control both sides so if you really want to you could make that happen). A Phoenix route change inside a
WebView doesn't push a native screen, and a Dala.Nav.push doesn't navigate
the WebView. Plan crossings explicitly: a tap inside the LiveView that should
push a native screen sends a dala_message event up to the hosting
Dala.Screen, which calls Dala.Nav.push/2; a native back-button in a parent
screen pops the WebView screen as a whole, not the route inside it.
Extra prerequisite
You need the phx_new archive in addition to dala_new:
mix archive.install hex phx_new

Create a LiveView project
Pass --liveview to mix dala.new:
mix dala.new my_app --liveview
cd my_app

--liveview combines with --ios or --android if you want a single-platform
LiveView project — for example mix dala.new my_app --liveview --ios skips
Android scaffolding entirely.
This calls mix phx.new under the hood, then patches the generated project:
adds the Dala bridge hook to app.js, inserts the dala-bridge element in
root.html.heex, adds Dala.App to the supervision tree, and writes a
dala.exs with liveview_port: 4000.
1. Configure local paths
Unlike a native project, the LiveView template doesn't auto-fill machine-
specific paths. Open these two files and set the values for your machine.
dala.exs — set both keys:
	dala_dir    — local path to the dala library (or deps/dala if vendored)
	elixir_lib — your Elixir lib dir, e.g.
~/.local/share/mise/installs/elixir/1.19.5-otp-28/lib

android/local.properties — set the Android SDK path:
sdk.dir=/Users/you/Library/Android/sdk
2. Run first-time setup
mix dala.install

Caches the OTP runtimes, generates a placeholder app icon, and finalises the
build config.
3. Configure and create the database
Edit config/dev.exs to point at your dev database (the Phoenix-generated
defaults work for most local Postgres setups), then:
mix ecto.create && mix ecto.migrate

4. Run the Phoenix server once (required)
This downloads JS/CSS dependencies and compiles static assets. Skipping
this step is the most common cause of a blank-screen first deploy — the
WebView loads http://127.0.0.1:4000/ but the asset pipeline has never
produced any files for it to serve.
mix phx.server

Open http://localhost:4000 in your browser to confirm it loads, then stop
the server (Ctrl-C).
5. Deploy to device
mix dala.deploy --native

The native app starts your Phoenix server at http://127.0.0.1:4000/ and
loads it in a WebView.
6. Verify the LiveView bridge
After the app launches, open the WebView in a remote inspector (Safari Web
Inspector for iOS, chrome://inspect for Android) and run:
window.dala.send({some: 'event'})
The call should route through Phoenix's pushEvent — visible as a LiveView
event on the server side — not through window.postMessage. That
confirms the Dala ↔ LiveView bridge is wired correctly.
Day-to-day development
The workflow is the same as a native project — push changed BEAMs, restart,
or watch for file changes:
mix dala.deploy    # push BEAMs + restart (Phoenix server restarts inside the app)
mix dala.watch     # auto-push on file save

Phoenix code changes (templates, LiveViews) are picked up automatically when
the BEAM restarts. Asset changes (app.js, CSS) require running
mix assets.build locally first, since the device runs your compiled
assets, not the dev pipeline.
Adding LiveView to an existing native project
If you already have a Dala project (created without --liveview) and want to
turn it into a LiveView app, run:
mix dala.enable liveview

This is the same patcher that mix dala.new --liveview runs for new projects:
generates lib/<app>/dala_screen.ex, injects DalaHook into assets/js/app.js,
inserts the hidden <div id="dala-bridge"> into root.html.heex, sets
liveview_port in dala.exs, and adds the Android networkSecurityConfig
that lets the WebView reach 127.0.0.1. See LiveView Mode for
the full architecture explanation.

After the first deploy
These commands work the same regardless of platform.
Connect a live IEx session
mix dala.connect

Tunnels Erlang distribution and drops you into an IEx session connected to the running
BEAM on the device. You can inspect state, call functions, and push code live.
Node.list()
#=> [:"my_app_ios@127.0.0.1"]

Dala.Test.assigns(:"my_app_ios@127.0.0.1")
#=> %{count: 0, safe_area: %{top: 62.0, ...}}
Hot-push a code change
Edit a module, then push the new bytecode without restarting:
mix dala.push

Changed .beam files are loaded directly into the running BEAM via RPC — no restart,
no state loss. The screen updates immediately.
Auto-push on save
mix dala.watch

Watches for file changes and runs dala.push automatically. Combine with
mix dala.connect to keep an IEx session open alongside.

Deployment reference
	Command	Restarts?	Requires dist?	What it does
	mix dala.deploy --native	Yes	No	Build native binary + install + push BEAMs
	mix dala.deploy	Yes	No	Push BEAMs + restart (no native rebuild)
	mix dala.push	No	Yes	Hot-push changed BEAMs via RPC
	mix dala.watch	No	Yes	dala.push on every file save
	nl(MyApp.Screen) in IEx	No	Yes	Hot-push a single module

Requires dist means Erlang distribution must be active. Run mix dala.connect first,
or use the dashboard (mix dala.server) which sets it up automatically.
Which command should I use?
	First time, or after changing Swift/Kotlin/C? → mix dala.deploy --native
	Changed Elixir, want a clean restart? → mix dala.deploy
	Changed Elixir, want to keep app state? → mix dala.push
	Want changes pushed automatically while editing? → mix dala.watch


Toolchain managers
Dala is tested against mise for managing Elixir
and Erlang versions. The repos ship a .tool-versions file that mise reads
automatically.
asdf uses the same .tool-versions format and should work without
changes — install Elixir/Erlang the asdf way and you're done. We don't
actively test it, but no Dala code touches mise or asdf directly; everything
works off whatever mix, elixir, iex, and erl resolve to on your PATH.
Nix users need to set a few env vars yourself, since dala_dev's auto-
detection assumes mise/asdf-style on-disk layouts (e.g. ~/.local/share/mise/ installs/elixir/...). Set them in your shell, direnv, or shell.nix
before running mix dala.install — the install step reads them and
bakes the resolved values into dala.exs and android/local.properties.
Setting them later still works (build.sh and Gradle re-read the env at
deploy time), but you'll need to edit those config files by hand.
	Env var	Read by	When to set
	DALA_ELIXIR_LIB	dala.install (writes into dala.exs); iOS build.sh	before dala.install
	DALA_DIR	mix dala.new --local (path resolution); iOS build.sh	before dala.new (only if using --local)
	DALA_DEV_DIR	mix dala.new --local (path resolution)	before dala.new (only if using --local)
	DALA_CACHE_DIR	OTP downloader at install + any --native deploy	before dala.install
	DALA_SIM_RUNTIME_DIR	iOS build.sh (writer) and dala_beam.m (reader)	before first dala.deploy --native
	ANDROID_HOME	dala.install (auto-detected, written to local.properties); Gradle	before dala.install
	JAVA_HOME	Gradle	before dala.deploy --native

Each var has a default if you don't set it; the table column says where
each would land:
	DALA_ELIXIR_LIB — computed from the running BEAM (mise/asdf path)
	DALA_DIR / DALA_DEV_DIR — resolves from dala.exs or deps/dala,
or sibling discovery (./dala_dev then ../dala_dev)
	DALA_CACHE_DIR — ~/.dala/cache/
	DALA_SIM_RUNTIME_DIR — ~/.dala/runtime/ios-sim/
	ANDROID_HOME — read from android/local.properties sdk.dir

Quick recipe for a Nix user with Elixir from
pkgs.beam.packages.erlang_28.elixir_1_19. Put this in direnv or
shell.nix so it loads on cd:
export DALA_ELIXIR_LIB="$(elixir -e 'IO.puts(Path.dirname(to_string(:code.lib_dir(:elixir))))')"
export DALA_CACHE_DIR="$HOME/.dala/cache"           # or somewhere your Nix gc-roots manage
export DALA_SIM_RUNTIME_DIR="$HOME/.dala/runtime/ios-sim"
export ANDROID_HOME="$HOME/Android/Sdk"           # wherever your nixpkgs AndroidSdk lives

Then run the normal flow:
mix dala.new my_app --ios
cd my_app
mix dala.install      # picks up the env vars, bakes them into dala.exs / local.properties
mix dala.deploy --native

mix dala.cache and mix dala.cache --clear know about both DALA_CACHE_DIR
and DALA_SIM_RUNTIME_DIR overrides — if you point them at a project-local
or sandbox-friendly path, that's also what cache listings and --clear will
target.

Caches and disk usage
mix dala.deploy populates a few machine-wide locations outside your project tree:
	~/.dala/cache/ — pre-built OTP runtimes for iOS sim, iOS device, and
Android (one per ABI). Reused across every Dala project. ~200–400 MB each.
Override with DALA_CACHE_DIR.
	~/.dala/runtime/ios-sim/ — the OTP root that the running iOS simulator
app reads from at startup (dala_new ≥ 0.1.20). One per machine, not per
project — last project deployed wins. Override with DALA_SIM_RUNTIME_DIR.
Older projects use /tmp/otp-ios-sim instead, which dala.cache still lists.
	~/Library/Caches/elixir_make/ (macOS) or ~/.cache/elixir_make/
(Linux) — pre-built NIF tarballs that exqlite and other NIF deps download
instead of recompiling from source. Owned by elixir_make, not Dala.

To inspect or clear them:
mix dala.cache                              # show paths + sizes (read-only)
mix dala.cache --include-transitive         # also show elixir_make's cache
mix dala.cache --clear                      # delete Dala's caches (with prompt)
mix dala.cache --clear --include-transitive # delete ours + elixir_make's

To relocate Dala-owned paths (sandbox-friendly for Nix or CI environments):
export DALA_CACHE_DIR=/path/to/cache         # OTP runtime cache
export DALA_SIM_RUNTIME_DIR=/path/to/runtime # iOS simulator runtime

dala.cache deliberately does not touch ~/.hex, ~/.mix, ~/.gradle, or
Xcode's DerivedData — those are shared with non-Dala projects and clearing
them via Dala would silently break unrelated work.

Your first screen
First, register your screen modules in your app module:
defmodule MyApp do
  use Dala.App

  def navigation(_platform) do
    screens([MyApp.HomeScreen])  # compile-time validation
    stack(:home, root: MyApp.HomeScreen)
  end
end
Then define the screen:
defmodule MyApp.HomeScreen do
  use Dala.Spark.Dsl

  dala do
    attribute :count, :integer, default: 0

    screen name: :home do
      column padding: 24, gap: 16 do
        text "Count: @count", text_size: :xl
        button "Tap me", on_tap: :increment
      end
    end
  end

  def handle_event(:increment, _params, socket) do
    {:noreply, Dala.Socket.assign(socket, :count, socket.assigns.count + 1)}
  end
end
attribute declares screen state. The screen block defines the UI — mount/3 and
render/1 are generated automatically. handle_event/3 updates state in response to
user events. After each update, the framework re-renders and pushes the diff to the
native layer.
Use Dala.Socket.changed?/2 to check if specific keys changed before triggering
side effects. The changed map is tracked automatically — no manual bookkeeping.

Next steps
	Screen Lifecycle — mount, render, handle_event, handle_info
	Components — full component reference
	Navigation — stack, tab bar, drawer, push/pop
	Theming — color tokens, named themes, runtime switching
	Data & Persistence — Ecto + SQLite for structured data
	Device Capabilities — camera, location, haptics, notifications
	LiveView Mode — full Phoenix LiveView app inside a native WebView (the two-bridge architecture, mix dala.enable liveview)
	Testing — unit tests and live device inspection
	Troubleshooting — if something isn't working, start here
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